
Defen
Contract
DRDC-R
May 2019

Cont
Next 
CPU/

Andrew G
Envenio In

Prepared 
Envenio In
46 Dineen
Fredericto
PSPC Co
Technical 
Contracto

ce Rese
t Report 
DDC-2019-C
9 

tributio
Gener

/GPU T

Gerber 
nc.  

by: 
nc.   
n Drive 
on, (NB) 
ntract Numbe
Authority: Ma
r's date of pu

earch an

C080 

on (Par
ration 
Techno

er: W7707-14
ark Bettle 
blication: May

nd Deve

CAN U

CAN UNCLA

rt II) to
CFD S
ology:

-5678/001/HA

y 2019  

lopment

UNCLASSIFIE

ASSIFIED 

o the D
Solver 
 Final 

AL 

t Canad

ED 

Develop
Based
Repor

a 

pment 
d on M
rt  

of a 
anycore 



 

Template in use: EO Publishing App for CR-EL Eng 2019-01-03-v1.dotm 

© Her Majesty the Queen in Right of Canada (Department of National Defence), 2019 
© Sa Majesté la Reine en droit du Canada (Ministère de la Défense nationale), 2019 
 

CAN UNCLASSIFIED 

CAN UNCLASSIFIED 

IMPORTANT INFORMATIVE STATEMENTS  
 

This document was reviewed for Controlled Goods by Defence Research and Development Canada using the Schedule to the 
Defence Production Act. 

Disclaimer: This document is not published by the Editorial Office of Defence Research and Development Canada, an agency of the 
Department of National Defence of Canada but is to be catalogued in the Canadian Defence Information System (CANDIS), the 
national repository for Defence S&T documents. Her Majesty the Queen in Right of Canada (Department of National Defence) 
makes no representations or warranties, expressed or implied, of any kind whatsoever, and assumes no liability for the accuracy, 
reliability, completeness, currency or usefulness of any information, product, process or material included in this document. Nothing 
in this document should be interpreted as an endorsement for the specific use of any tool, technique or process examined in it. Any 
reliance on, or use of, any information, product, process or material included in this document is at the sole risk of the person so 
using it or relying on it. Canada does not assume any liability in respect of any damages or losses arising out of or in connection 
with the use of, or reliance on, any information, product, process or material included in this document. 
 
 



i 
 

 
 
 
 
 
 
 
 
 
 
CONTRIBUTION (PART II) TO THE DEVELOPMENT OF A NEXT GENERATION CFD 
SOLVER BASED ON MANYCORE CPU/GPU TECHNOLOGY: FINAL REPORT 

 

 

DRDC Contract No.  W7707-145678/001/HAL 

 

 

 

 

Prepared by: 

 

Andrew G. Gerber. PhD 

Envenio Inc. 

46 Dineen Drive 

Fredericton, NB 

 

 

 

DRDC Scientific Authority: 

 

Mark Bettle, PhD 

Defence Scientist, Defence Research and Development Canada, Atlantic Research Centre 

Tel: 902-407-0352 

 

 

 

 

 

 

 

The scientific or technical validity of this Contract Report is entirely the responsibility of the 

Contractor and the contents do not necessarily have the approval or endorsement of the 

Department of National Defence of Canada.  

  



ii 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
© Her Majesty the Queen in Right of Canada, as represented by the Minister of National Defence, 2018 

 

© Sa Majesté la Reine (en droit du Canada), telle que représentée par le ministre de la Défense 

nationale, 2018   



iii 
 

 

Abstract 
 

The CFD program EXN/Aero has been developed in collaboration with DRDC-Atlantic with the primary 

purpose of taking advantage of the computational power of emerging manycore computer architectures.  The 

appearance of Graphic Processing Units (GPUs) for scientific computing is representative of these emerging 

trends in high-performance computing (HPC).   Employing new architectures such as GPUs for CFD requires 

significant changes in the solution approach in order to maximize performance benefits but also to consider 

future changes in manycore architectures.  This fact provided an important motivation to the development of a 

new CFD simulation tool.  

 

This report provides a comprehensive overview of the primary components of the Computational Fluid 

Dynamics (CFD) program EXN/Aero.  This includes a description of the EXN/Aero software design along with 

the parallel processing methods and the underlying solver technology that supports all sparse matrix 

calculations.   The EXN/Aero graphical user interface, called EXN/View, is presented with a view to cloud 

based and enterprise licensing models.  Advanced CFD models under development and relevant to DRDC-

Atlantic, such as overset mesh, 6-DOF prescribed and coupled motion and free-surface predictions are 

highlighted.  Basic models and other advanced CFD models, also relevant to DRDC-Atlantic but not 

specifically identified in the initial work, are described along with a presentation of validation exercises.   

 

The development of a manycore based CFD solver (EXN/Aero) is now well underway with broad capabilities 

to support DRDC-Atlantic scientists.   As the HPC industry continues to evolve toward powerful heterogeneous 

manycore computing architectures, studies are showing, and EXN/Aero is demonstrating, that order of 

magnitude or better gains in computing performance for a fixed computing infrastructure investment is already 

achievable.  The initial premises justifying the development of a new CFD solver continues to hold.   However, 

delivering an entirely new general purpose CFD code that has the same commonly used models, and ease of use 

GUI experience as existing commercial CFD products, is a large undertaking.  From this perspective the 

EXN/Aero development is making good progress but still needs continued support to finalize some of the key 

DRDC-Atlantic modeling features.     
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Nomenclature 

  

𝐶𝑆𝐺𝑆 = Subgrid eddy viscosity modeling constant 

𝐶𝐷𝐸𝑆 = DES grid scale multiplier constant 

𝐷𝑖𝑘 = Kinetic energy dissipation 

𝐹1, 𝐹2 = Menter SST blending functions 

𝑖, 𝑗, 𝑘 = Indices for index notation.  

𝑘 = Turbulent kinetic energy 

l = length scale  

𝑙 =  Modified length scale 

𝑙𝑘−𝜔 = length scale, 𝑘 − 𝜔 model  

𝑁 = Number 

Pk = Turbulence production 

𝑝 = Pressure 

𝑟𝑖𝑗 = Reynolds stress tensor 

𝑆𝑖𝑗 = Strain rate tensor  

𝑇 = Total solution run time 

𝑡 = Time 

𝑢∗ = Friction velocity 

𝑢𝑖 = Velocity components 

𝑢𝑖
′ = Velocity fluctuation field 

𝑢∞̅̅ ̅̅  = Free-stream velocity 

𝑢′ =  Reynolds stress tensor component 

𝑣′ =  Reynolds stress tensor component 

𝑣𝑇 = Turbulent velocity scale 

𝑤′ =  Reynolds stress tensor component 

𝑥𝑖 = Position vector component  

 

𝛽, 𝜎𝜔2= Constants for 𝜔 equation  

𝛽∗ = Model constants for 𝑘-𝜔  SST model 

𝛾 = Production constant for 𝜔 in SST model 

Δ = CFD Grid scale 

𝛿 = Boundary layer thickness 

𝛿𝑇 = Simulation time step 

𝜅 = Von Karman constant 

𝜇 = Mean 

𝜈 = Molecular Viscosity 

𝜈𝑆𝐺𝑆 = Subgrid (SGS) Turbulent Viscosity 

𝜈𝑇 = Turbulent Viscosity 

𝜌 = Density 

𝜎 = Standard deviation 

𝜎𝑘 = Turbulent Prandtl number for  𝑘 equation 

𝜎𝜛 = Turbulent Prandtl number for  𝜔 equation 

𝜏𝑇 = Turbulent time scale 

𝜏𝑤 = Wall shear stress 



x 
 

𝜑𝑘𝜖 = 𝑘 − 𝜖 model constants 

𝜑𝑘𝜔 = 𝑘 − 𝜔 model constants 

𝜑𝑆𝑆𝑇 = Blended SST model constants 
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1. Introduction 
 

Computational science disciplines such as Computational Fluid Dynamics (CFD) are standing to benefit from 

significant trends now taking hold in the high performance computing (HPC) field.  For example, as top HPC 

server systems trend toward exascale performance near the beginning of the next decade, demands for increased 

floating point performance on energy efficient chips is driving the development of new manycore computing 

architectures.  Concurrently a rapidly expanding mobile computing and gaming consumer market is pushing 

technology development in a similar manner towards compact energy efficient manycore architectures.  Both 

trends are reinforcing one another and follow influential studies such as [1] that suggested Moore’s Law 

performance progression will eventually require low energy manycore designs to expand rapidly.  The 

beginning of that trend has now started to accelerate where manycore coprocessors are attached as accelerators 

to established multicore systems.  Significant software redesign will be required to fully realize the potential of 

this change.   

 

Recently a NASA-funded report of industry experts [2] laid out the possibilities and challenges for CFD looking 

as far ahead as 2030. A major component of the report is the technological impact of manycore computing and 

the conclusion that CFD software needs to be significantly adapted for the heterogeneous systems of the future. 

These systems will be targeting exascale performance but the (mass-produced) commodity technologies 

developed will impact the availability of scientific computing at all organizational scales. Therefore the broad 

characteristics of these systems are becoming clearer, directly quoting page 9 [2]: 

 

‘Hybrid computers with multiple processors and accelerators are becoming widely available in scientific 

computing and, although the specific composition of a future exascale computer is not yet clear, it is certain that 

heterogeneity in the computing hardware, the memory architecture, and even the network interconnect will be 

prevalent. Future machines will be hierarchical, consisting of large clusters of shared memory multiprocessors, 

themselves including hybrid-chip multiprocessors combining low-latency sequential cores with high-throughput 

data-parallel cores…. With such a running target on the horizon, the description of 2030 CFD is grounded on a 

target supercomputer that incorporates all of the representative challenges that we envision in an exascale 

supercomputer. These challenges are certainly related to heterogeneity, but more concretely, may include 

multicore CPU/GPU interactions, hierarchical and specialized networks...’ (emphasis added) 
 

Much of this new positioning can be seen in the recent rapid expansion of NVIDIA manycore GPUs employed 

on the Top 500 HPC systems [3] and their use for scientific computation [4].  The recent second release of 

Intel’s Xeon Phi (Knights Landing) manycore processor is the response by Intel to this growing trend, and being 

of a significantly different design than the GPU based NVIDIA versions, shows that evolving manycore 

architectures will be of diverse types.  In all cases the new manycore designs are built using widely available 

consumer grade components and so can be produced at low cost.   Recent research is confirming in general 

order of magnitude benefits over traditional multicore parallel implementations [5], and scientific software 

requires significant if not complete code rewriting [6].   

 

The push for energy efficient designs with increasingly higher floating point performance is bringing to the 

forefront the issue that the latencies associated with storing and moving data are not decreasing as rapidly.  

Research is now focusing not only on multi-CPU/multi-GPU design but also ways to circumvent latency 

barriers [7-13].  One such approach is the use of time parallelization methods such as parareal which has been 

under development at UNB and is a part of the EXN/Aero CFD program.  The parareal approach will be 

described in detail subsequently.     
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These changes toward a highly parallel manycore environment will be pervasive finding their way into very 

large HPC systems and into small highly specialized devices.  Supercomputing at the desktop level will become 

the norm.  This change poses significant challenges to current scientific software solutions mostly developed in 

the late 1990`s or early 2000’s when these changes could not be anticipated.  An additional trend impacting 

scientific software is the expansion of the “internet of things” where software applications utilizing high speed 

data networks can access devices anywhere (and concurrently generate vast amounts of data in-line with Big 

Data trends).  Therefore new software designs will need to embrace a highly diverse networked environment as 

well. 

 

This report is focused in particular on CFD scientific software development considering both the above HPC 

trends as well as trends appearing in the CFD discipline itself.  For example, one important CFD trend is the 

progression towards predominately unsteady computations and an increasing reliance on filtered equations for 

turbulence modeling.  This trend affects many popular CFD programs that originated with a strong focus on 

obtaining steady solutions efficiently but at the expense of highly efficient unsteady solutions. A further trend is 

the increasing use of CFD to tackle complex multi-physics problems where object oriented programming design 

is important but has to be carefully balanced against the need for floating point performance. 

 

Considering both the HPC and CFD specific trends, a new solver was designed named EXN/Aero that employs 

a hybrid design that can concurrently deploy: i) structured and unstructured mesh data, ii)  traditional multicore 

and new manycore compute architectures, iii) single and double precision mesh computations, all with 

architecture aware load balancing.  The solver utilizes a high level object oriented design using Fortran 2003 

features but retains fast and simple compute engines for all major tasks.  As mentioned earlier it also has space 

and time parallelization built-in.  

 

The report describes the EXN/Aero software design, then parallel algorithm implementations along with the 

core solver technology for sparse matrices.  These aspects support all CFD solutions and models, including the 

advanced modeling features important to DRDC-Atlantic.  The approach taken for overset meshing, 6-DOF 

prescribed and coupled motions of vehicles such as submarines and free-surface modelling will be described 

assuming the EXN/Aero design and manycore parallelization as integral.   To highlight the software design 

elements throughout the report we will italicize and bold words that have special meaning for EXN/Aero.   
 

 

2. EXN/Aero Software Design 
 

From the outset EXN/Aero was designed to fully exploit low cost shared memory systems, with combination 

multicore-manycore resources, for practical engineering and scientific CFD studies.  While the basic design of 

the software does not preclude extension to solving problems over distributed shared memory systems (i.e. 

using MPI as part of the parallel processing spatial domain decomposition), the rapid expansion of powerful 

low cost shared memory systems has placed the focus on fully exploiting these configurations employing a 

combination of OpenMP and manycore programming models such as CUDA. The use of MPI as part of the 

CFD solution is retained for space-time domain decomposition as part of the parareal algorithm which will be 

discussed in detail subsequently.     

 

The present work adapts well developed numerical methods to new parallel processing developments.  

Therefore the main novelty of the present work is that it is built on a software platform called EXN [14] that 

isolates architecture (resource) evolution from the application.  A cell based mapping module (cbmm) 
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detects compute resources available and optimizes the distribution of application tasks across the available 

resources, considering things such as speed of data transfer (both between host and coprocessor and on a 

coprocessor), type of coprocessors and host processor topology, and the application topology which includes 

data types with sizes and application model settings.  The application in the present case is the CFD solver 

EXN/Aero.  To work in conjunction with the EXN platform, the application reduces the problem specified in 

the input CGNS file to high level physics, cell and interface objects. 

 

In the present CFD application, cell objects encapsulate data for a collection of control-volumes that share 

similar attributes; the cell attributes guide resource selection for the associated cell tasks through the cbmm.  

Interface objects encapsulate the data for inter-cell interactions and interactions between a cell and an external 

input, such as a boundary condition or a connection to a remote network service/device.  Similar to the cells, 

interface attributes guide resource selection for interface tasks through the cbmm.  The physics object 

maintains information on the problem as a whole and is common to all cells and interfaces; it does not have 

independent tasks.  This overall organization is broadly described in Figure 1.  

 

The present report presents results with input data having the following attributes: single and double (including 

mixed) precision and structured and unstructured (including mixed) data with load balancing over hybrid 

combinations of CPU and GPU compute resources.   An earlier study presenting the EXN software design for 

CFD focused on single-precision and structured data running on CPUs and GPUs can be found in reference 

[15].    

   
 

 
 

Figure 1  EXN/Aero organization using the Cell Based Mapping Module (cbmm) to deploy a load balanced 

application against available compute resources. An application is organized of physics (not shown), cell and 

interface objects with associated tasks.  Load balancing utilizes attribute information associated with 

application objects. 
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3. EXN/Aero Parallel Processing 
 

3.1 Manycore Spatial Domain Decomposition 
 

The parallel implementation that handles spatial domain decomposition is best described by considering Figures 

1 and 2 together.  The division between application code and resources as shown in Figure 1 is implemented 

through the use of OpenMP  task directives that pool cell and interface tasks for execution on a specific 

resource as specified by the cbmm (as depicted in Figure 2).  Figure 2 also shows how a practical CFD mesh is 

broken into its cell and interface objects.  Current development has pooled interface tasks always executed on 

the CPUs and pooled cell tasks may be executed on either CPUs or GPUs based on the cbmm load balancing 

step.  Although it is possible for GPU and CPU cell tasks to both be executed at the same time, but acting on 

different object data, the report does not present examples with this capability activated.  Continuing 

development will expand cell and interface task allocation to additional resource types, such as the Intel Xeon 

Phi coprocessor as indicated in Figure 1. 

 

Tasks directed to execute on a GPU use the CUDA parallel programming model to initiate data transfer to and 

from the GPU and perform computations.  To minimize data transfer between the GPU coprocessor and the 

host, key cell data is also allocated on the associated GPU (at the time of problem startup), and only minimal 

cell data is moved between host and coprocessor to facilitate the execution of interface tasks.  Since interface 

tasks rely on adjacent completed cell tasks, and vice-versa, the task pools are dynamic, with tasks being added 

as tasks higher in the dependency tree are completed. 

 
 

Figure 2  Cell and interface objects as derived from a problem mesh specified in a CGNS file and their relation 

to OpenMP tasks and thread pools.  Ultimate execution of a task on a resource depends on the attributes of the 

task in relation to the interface and cell.    
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3.2 Space-Time Parallelization 
 
Parallel processing based on spatial domain decomposition and using manycore architectures was 
described in the previous section.  In this section we present time domain parallelism, called parareal, 
which is in addition to the spatial domain decomposition.   Parareal domain decomposition has been 
around for some time and can be expressed as a kind of two-level multigrid iteration in time [8] using 
coarse and fine objects called a propagator. A propagator can be viewed as a CFD solution with spatial 
domain decomposition, executed over a prescribed time interval with a coarse or fine timestep. The 
method is of particular interest with the advent of manycore computing since it offers the potential to 
reduce computational time for fixed size problems where further spatial domain decomposition is not 
possible (i.e. communication to compute ratio has become too high).  The implementation of parareal in 
EXN/Aero is a novel feature for a CFD code, and even furthermore considering that it is also integrated 
with CPU/GPU hardware environments.  A more detailed presentation is provided in Eghbal et. al. [16] 
which presents results for EXN/Aero. 
  
In the work of Eghbal et. al. for EXN/Aero an important concept is the use of propagator objects working 
together collaboratively to execute the multi-level parareal algorithm.  Propagator objects are split into 
coarse and fine time step versions, with the additional innovation that the coarse propagator can also 
have a coarse mesh relative to the fine.   The parareal is also implemented in a three-stage manner as 
shown in Figure 3.    Here the ‘first stage’ involves a coarse propagator solution that is designed to run 
much faster than the fine propagator (typically 20-30x faster) and provides an initial guess to ‘stage 2’.  In 
‘stage 2’ the parareal algorithm is executed which involves the same coarse propagator (or multiple 
coarse propagators) now communicating with the fine propagator.   The manner of this communication 
process is outlined in Figure 4 and will be discussed in more detail subsequently.  If required a ‘stage 3’ 
solution can be undertaken (and can involve an ensemble average across a number of fine propagator 
objects) following ‘stage 2’ to bring the solution to a final converged state.  The use of ‘stage 3’ would 
typically occur under high-Reynolds number scenarios where ‘stage 2’ serves a better role as a high 
resolution initial guess generator.   A good example of this is environmental flows where unsteady 
turbulence is strong in conjunction with a wide range of anisotropic spatial scales.   
 
The EXN/Aero parareal algorithm is quite general and involves a queue system that allows for multiple 
coarse and fine propagator objects along with a windowing system.  The window is a time range over 
which all of the propagator objects collectively bridge during their iteration stage.  The window size 
should be based on something significant to the problem such as the wash through time, and can move 
forward as the solution proceeds.  In the case of environmental flows the use of a wash through time is 
based on the length of time on average for flow to travel from inlet to outlet.  The choice of propagator 
timestep should be based on the finer flow scales important to the investigation.  The length of the ‘time 
interval’ for an individual propagator is determined by the number of processors (which sets the total 
number of fine propagator objects) available and the window size.   
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Figure 3  Parareal three-stage solution strategy with a ‘stage 1’ coarse propagator initial guess, followed by 

‘stage 2’ parareal iteration between coarse and fine propagator objects, and if required a ‘stage 3’ fine 

propagator solution that may include ensemble averaging of multiple propagator objects. 

 

The parareal algorithm is an iterative scheme that requires communication between the coarse and fine 

propagator objects in setting the initial values for the new propagator. Parareal is implemented in EXN/Aero 

using the MPI parallel programming paradigm. Each propagator is a distinct system level process and the 

communications are handled within the parareal communicator utility. Coarse propagator objects perform the 

following tasks: 

 

1. handle projection of the solution fields either from coarse to fine (c2f) or from fine to coarse (f2c) grid;  

2. apply any filtering that is required due to the difference between coarse and fine grid resolution; 

3. calculate corrections and apply them to the initial values with appropriate relaxation if required; 

4. solve the coarse grid problem. 

 

Figure 4 schematically shows the process operations between sample propagator objects. The dashed part at the 

beginning of the coarse propagator process refers to the three tasks (described above) that coarse propagator 

objects perform to prepare the initial values and the solid parts refer to where the coarse propagator actually 

solves the problem. It should be noted that length of the processes are exaggerated for clarity and the length of 

the dashed part of the coarse propagator process is much shorter than the solid part and that in turn is much 

smaller than the all solid fine propagator process line. Fine propagator objects on the other hand are only 

required to solve the problem in the fine grid with an initial value that is given to them by the coarse propagator 

objects. Three type of communications that occur between coarse and fine propagator objects are as follows: 

 

Com1 Coarse propagator receives coarse and fine solution from the fine propagator at previous iteration and 

previous time interval. Both send and receive are blocking. 

Com2  After applying the corrections and filtering, coarse propagator sends fine initial values to the fine 

propagator at the same iteration and time interval. Both send and receive are blocking in this data transfer. 

Com3 Once coarse propagator solves the coarse grid problem, its solution is sent to the fine propagator in the 

same iteration and interval. Send is blocking while receive is non-blocking so fine propagator receives data 

sometime in the middle of its solution time. 
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Handling the data transfer between propagator objects in the above manner allows simpler communications, 

less blocking operations and facilitates use of multiple coarse propagator objects. Each coarse propagator 

handles one parareal iteration.  Using multiple coarse propagator objects makes sure that the fine propagator 

objects do not become idle waiting until the coarse propagator finishes the current iteration to start the next 

iteration. Ideally though having a coarse propagator that is fast enough to finish one iteration before the first 

fine propagator finishes the first time interval is preferred.   

 

 

 

 
 

Figure 4  Process lines for coarse and fine propagator objects with data transfer indicated [15].  In the 

horizontal different time intervals are shown (Tn, Tn+1, …) and in the vertical successive parareal iterations. 

 

The communication between coarse and fine propagator objects at different time intervals and iteration levels 

has just been described.  Once in progress a parareal simulation can involve a large network of coarse and fine 

propagator objects executing at the same time.    Each propagator solving a CFD solution using EXN/Aero can 

use multi-CPU/GPU resources.    To describe such a large parareal process at work we rely on a practical tidal 

energy environmental flow problem as shown in Figure 5.  In Figure 5 a possible tidal turbine site denoted as 

‘Berth-A’ is shown with a small sphere. In this simulation the coarse and fine propagators both use the same 

mesh size of 3 million elements but different coarse and fine time step sizes which are 2 and 0.2 s respectively.    

The wash through time for this simulation is roughly 1000 s. Stage 1 and 2 simulations use 2 and 1 wash 

through times respectively. The parareal solution (stage 2) was initialized from a coarse solution (stage 1) at t = 

2000 s and ran until 3000 s.  A ‘stage 3’ set of simulations was not required in this case. 

 

In solving this problem one can refer to the Gantt diagram depicted in Figure 6.  This diagram depicts the 

scheduling of different processes in the simulation with 5 windows shown along with 5 rows of iteration per 

window.  Five windows each having a length of 200 s containing 10 time intervals (and therefore 10 fine 

propagator objects) with an interval length of 20 s was executed. Each time interval contains 10 coarse and 100 

fine time steps consequently. A fast single coarse propagator is used to perform all of the initial value 

interpolations over the 25 iterations.  The inlet velocity profile was obtained from a regional CFD simulation 

database (for the Fundy tidal basin) which was then further perturbed using a synthetic turbulence model. These 
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perturbations are time dependent which makes it especially critical that all propagator objects acquire the same 

inlet conditions at all times. Details of this methodology are described in [16].   

 

Over the 5 windows the iterative convergence of the flow variables monitored at Berth-A are presented in 

Figure 7a) thru c). The flow variables are turbulent viscosity and the x and y components of velocity and it can 

be seen that their evolution in time stabilizes with the use of 3 parareal iterations per window (even though 5 

iterations are applied).   The speed-up for this solution was about 2.5x (considering only 3 iterations are needed) 

which should be considered as a multiplier to the increased solution speed-up already achieved through the use 

of multi-CPU/GPUs in each propagator.  As earlier noted that the use of manycore hardware for spatial domain 

decomposition can give order of magnitude solution speed increases.   Multiplying this further by 2.5x can lead 

to an overall speed-up of 25 times. 

 

 
 

Figure 5 For demonstration of the parareal algorithm a tidal energy example is shown [16,17].  Flow is from 

top to bottom with a potential tidal turbine located at the sphere location (Berth-A). 
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Figure 6 A single coarse propagator (in column 0) launches fine propagator objects (columns 1 to 10) over the 

five iterations per window [15].  There are five windows shown leading to a converged solution. 
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Figure 7 Demonstration of the parareal algorithm convergence through monitoring turbulent viscosity and 

velocities (x and y components) at the Berth-A location [15,16].  The iteration process is essentially complete 

after three iterations. 

 
 

4. Manycore Multigrid Solver 
 

A significant portion of the computation time in implicit CFD solutions can be attributed to the solution of the 

matrix systems generated for the conservation equations (mass, momentum, energy etc.).  These large sparse 

matrices must be solved iteratively as direct solutions are too slow.  However, even iterative schemes are subject 

to increasingly poor performance as the problem matrices grow larger. This is due to the fact that the number of 

iterations that is required for the information to propagate from the boundaries to the inner nodes will grow 

exponentially as the matrices become large. Multigrid (MG) methods have been proposed to resolve this 
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shortcoming of the iterative solvers and allow a linear growth in the number of required iterations as the 

problem size becomes larger. Multigrid methods achieve this goal by solving the problem in multiple grid levels 

where the grids gradually become coarser from the fine towards the coarsest level. Coarser grids resolve the 

coarser scales and contents of the fields more efficiently while the finer ones are efficient in resolving finer 

scales. Algebraic Multigrid Methods (AMG) construct the coefficient matrices of the coarser grid levels 

algebraically from the previous finer grid levels in contrast to geometric multigrid approach where separate 

grids are employed for different levels. Geometric multigrid approaches are able to capture the nonlinearities 

better because the coefficient matrices are constructed independently but they are slower and the grid generation 

process and interpolation between the grids are computationally very costly. Algebraic methods on the other 

hand are fast and more suitable for solving conservation equations of fluid dynamic equations. Additive 

Correction Multigrid (ACM) is a variation of aggregation-based AMG which is specifically designed to 

preserve the conservation of the fields. This makes ACM very suitable for Finite Volume Method (FVM) 

discretization with implementation details given in [17].   

 

EXN/Aero employs an ACM methodology for the solution of its equation matrices.  The novelty in the 

EXN/Aero approach is that the hybrid cell and interface design, employing mixed precision, mixed 

unstructured/structured data and mixed compute architectures is fully implemented within the AGM approach.     

In the paper of Eghbal et. al. [18] the EXN/Aero implementation is described in detail with a particular 

emphasis on the combined use of structured and unstructured data over CPU and GPU resources.    

 

In Figure 8 the performance of the EXN/Aero multigrid solver is demonstrated for the solution of a Poisson 

type equation.  Clearly the structured data when employed shows significant benefits over the unstructured data.  

However even the unstructured solution on GPUs is much faster relative to the CPUs.  This suggests that there 

is still value in developing unstructured based CFD solutions for GPUs which of course accommodates meshing 

for complex geometries.  Clearly if a combination hybrid mesh can be employed made of structured and 

unstructured data then this could include significant gains in computation time.    

 

 
 

Figure 8 EXN/Aero algebraic multigrid CPU/GPU solution time performance with increasing mesh sizes 

including structured and unstructured data.  A Poisson equation with sources is solved [19].  An Intel Xeon E5-

1650V2 CPU and NVIDIA K20 GPU are used for the tests. 
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Demonstration of the benefits of using a hybrid mesh system is given with two examples, one involving an 

axisymmetric hull simulation with flow at incidence, and the second a submarine with deck appendages and 

incident flow.   The equations and model parameters are given in [19], while the geometry and accompanying 

hybrid mesh systems are shown in Figures 9 and 10.   Simulations were undertaken with these meshes 

considering three mesh data scenarios, namely:  i) hybrid mesh, ii) single unstructured mesh and iii) multiblock 

unstructured mesh.   The results of CFD solutions (in terms of solution time) obtained on these meshes are 

presented in Table 1 which is extracted from [19].   The solutions employ multi-CPU and GPU resources. As 

can be seen from the table, for the axisymmetric case the multigrid work per timestep (MG work 2.3) is much 

better than the two unstructured cases (MG work 8.5 and 9.6 respectively).  Similar results are found for the 

appended submarine case.  The ratio of 2.3/8.5 is better than for the appended hull case where we have 

14.5/37.5.  The better performance for the axisymmetric hybrid case relative to its unstructured equivalent is 

due to it having less interface to process, 68 versus 398.  However, even with the additional interfaces to 

process the hybrid approach still fares better than the unstructured solutions.  Note however that for both cases 

the control-volumes under the structured column are ~2/3 of the total. The point taken is that the more the 

unstructured data can be isolated to only where needed the better the potential solution speed can be.  The 

meshes used for these tests were still relatively small and the demonstrated performance gains improve even 

further with larger mesh sizes.     

 

 
    

 
 

 

Figure 9 EXN/Aero multigrid solver 4.2M node hybrid-mesh test case involving 12 structured and 1 

unstructured cell.  Solver also run, for comparison, as a single 4.2M node unstructured cell or 13 unstructured 

cells. 
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Figure 10 EXN/Aero multigrid solver 7.6M node hybrid-mesh test case involving 39 structured and 1 

unstructured cells.  Solver also run, for comparison, with a single 7.6M node unstructured cell or 40 

unstructured cells. 

 

 
 

Table 1 EXN/Aero multigrid solver work per time step for different data structure arrangements of mesh cell 

blocks.   The hybrid structured/unstructured arrangements shows improved performance in the two cases 

examined. 
 

 

5. EXN/Aero Usability Features 
 

To this point the EXN/Aero software design has been described along with its methods to expose as much 

parallelism as possible on manycore computing hardware. In addition the primary computational task for any 

CFD simulation, the equation system solver, is described with an emphasis on the EXN/Aero software design 

and use of manycore computing hardware.   Before we proceed to describe the CFD implementation in more 

detail along with specific models we review the features developed in EXN/Aero to support usability by end 

users.   

 

There are four primary tools needed in undertaking simulations.  These tools include: i) mesh generation, ii) 

physics setup, iii) execution and monitoring of the solution, and iv) post-processing the final solution.   The 

mesh generation relies on external tools that output ‘cgns’ file formats (all major meshing tools output this 

format) with a particular emphasis on Pointwise as it is capable of creating hybrid meshes.  Over the past year 
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support for ANSYS-Mesh and ANSYS-ICEM Hexa have been implemented along with support for cut-cell 

meshes popular with programs such as Fluent and OpenFoam (all provided in ‘cgns’ file format). 

 

Given the availability of the mesh in ‘cgns’ format, the physics setup, execution and monitoring is handled in 

EXN/View.  This tool has been under development for the past year and is intended to allow users to easily 

interact with EXN/Aero in either a cloud-based environment or an enterprise closed environment, as would be 

the case for DRDC-Atlantic.   For example, at DRDC-Atlantic a powerful desktop scale manycore multi-

CPU/GPU supercomputer could be setup and multiple users access this server from their desktops (running 

Windows or linux) using EXN/View.    From EXN/View users would have a choice of which server to connect 

to, in the case there are multiple servers available, and proceed to setup and execute/monitor their simulation.       

 

EXN/View has two primary modes, the setup and execution mode is seen in Figure 11(top) with a submarine 

mesh loaded up.   In this mode, physics models are chosen, boundary conditions are applied and solver settings 

set such as time step, length of simulation, discretization settings, computing resources etc.  Selection for 

variables to be output during the simulation are also set here.  Once a simulation is running there is a monitoring 

mode as shown in Figure 11(bottom) where multiple graphs can be created and a variety of variable outputs 

compared against one another.  

 

EXN/View is designed from the outset to be integrated with EXN/Aero’s development and regression testing 

environment.  Essentially EXN/View is driven through xml files that developers modify as new models are 

implemented in EXN/Aero.  In this manner EXN/View automatically adapts with new EXN/Aero 

developments.   

 

For post-processing, EXN/View is planned to have its monitoring role expanded to allow for interrogation of 

the CFD solution as it proceeds.  This would involve, for example, the creation of cut planes to view 

dynamically the results as they change with time along with a re-wind option to review a solution up to its 

current position.   In addition the user already has the option to use the open source tool Paraview.  To support 

this EXN/Aero exports results using Paraview’s native file format. 
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Figure 11 EXN/View in setup and execution mode (top view), and monitoring mode (bottom view). 
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6. EXN/Aero Models 
 

The primary components of the EXN/Aero software design have been outlined including the user interface.  In 

this section the models are described broken out into basic capability models, marine oriented DRDC-Atlantic 

models and additional advanced models that support the deployment of a general purpose CFD code.  This is 

followed by description of validation exercises underway.     
 

 

6.1 Basic Capability Models 
 

Following the common practice of the most common commercial CFD solutions EXN/Aero is based on a finite-

volume discretization of the governing equations for fluid-flow.  From this vantage discretization methods of 

varying levels of importance are implemented as follows: 

  

 Pressure-velocity coupling based on the implicit SIMPLE methodology [20]. 

 Collocated primitive variable solution [21] on structured and unstructured (including hybrid) meshes. 

 Solution of the turbulent Navier-Stokes equations through Reynolds averaged (SST and k-ω [22,26]) 

and filtered LES forms, and if required combined in a DES formulation [23]. 

 First and second-order transient term discretization and an upwind biased TVD (Van Leer) scheme for 

second-order advection behavior [24].  Second-order treatment of diffusion terms using deferred 

correction [25]. 

 Incompressible and compressible formulations including supersonic flow predictions [25]. 

 

Details on each method can be found with each of the cited references and collectively represent a combination 

of models (or a close equivalent) that are deployed in many established CFD software packages.   Specific 

application oriented models will be discussed subsequently.  As expressed earlier the novelty in the EXN/Aero 

CFD solution is that these models are redeployed in the context of manycore HPC.    

 

EXN/Aero solves the 3D Navier-Stokes (NS) equations represented in either Reynolds Averaged (RANS) form, 

or in Large Eddy Simulation (LES) form, depending on the choice of turbulence model. In many unsteady 

simulations relevant to DRDC both RANS and LES forms may be used concurrently, pursuant to Strelets’ DES 

formulation [23]. The marriage of RANS and LES turbulence models is advantageous for high Reynolds 

Number flows (eg. submarine flows) because it allows each scheme to play to its strengths. RANS provides an 

accurate, dynamic wall model without the excessive near-wall resolution requirement of a full LES. Away from 

the wall, unsteady fluid motions can be resolved down to the grid scale, unhindered by the strong damping of 

the RANS model. 

 

In should be noted that in the following presentation the Navier-Stokes equations are applicable to both 

compressible and incompressible flows.   In the case of compressible flows, Reynolds averaging is replaced 

with Favre averaging (density weighted time averaging) to include the influence of unsteady density 

fluctuations.  As EXN/Aero has only in the last year been undertaking compressible transonic and supersonic 

flow calculations, the extensions for Favre averaged equations have not been completed.  The effect is generally 

not significant but eventually important to be included for completeness. 

 

In the Strelets’ DES formulation both LES and RANS forms of the compressible/incompressible NS equations 

are algebraically identical, and are given by: 
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where 𝑢𝑗 is the local velocity vector, 𝑥𝑖 is the position vector,  𝑝 is local pressure, 𝜈 is kinematic viscosity and 𝑡 

is time. A general momentum source is show as 𝑆𝑢𝑖
, which may (for example) be a porous media resistance or 

added mass contributions in 6-DOF simulations.  Angle brackets denote averaging in time (RANS) or a spatial 

filter (LES). The effect of the turbulence model is conveyed in both cases by a diffusion-enhancing turbulent 

viscosity parameter 𝜇𝑇. In RANS zones, the effect of the energy-containing scales of turbulence are 

encapsulated in 𝜇𝑇, whereas in LES zones 𝜇𝑇 accounts only for the portion of the energy-containing scales too 

small to be resolved by the grid.  

 

The turbulent viscosity parameter varies spatially and is generated using Menter’s two-equation Shear-Stress 

Transport (SST) RANS turbulence model [22]: 

 

𝜈𝑇 = 𝛽∗𝑙𝑘−𝜔√𝑘 
(3) 

 

for both RANS and LES regions, where 𝑘 is turbulent kinetic energy and 𝛽∗ is a model constant. 𝑙𝑘−𝜔 is a 

turbulent length scale, analogous to the mixing length of turbulence, given by: 

 

𝑙𝑘−𝜔 =
√𝑘

𝛽∗𝜔
 

(4) 

 

where 𝜔 is a dissipation parameter. In the SST model (where 𝑢𝑗 is a RANS quantity), both 𝑘 and 𝜔 are 

transported via auxiliary equations: 
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𝑃𝑘 is turbulent kinetic energy production and 𝐷𝑖𝑘 is kinetic energy dissipation. The parameters 𝜎𝑘, 𝜎𝜔, 𝜎𝜔2, 𝛽 

and 𝛾 are empirically-derived model constants. Menter arrives at the SST 𝜔 equation by making the substitution 

𝜖 = 𝑘𝜔 in the dissipation equation of the 𝑘 − 𝜖 model. The result is algebraically identical to the Wilcox 𝑘 − 𝜔 

model [26] except for the fourth right-hand term – often labeled the cross term. This term is modified by a 

hyperbolic tangent blending function 𝐹1 having a value between 0 and 1. In Menter’s formulation, 𝐹1 = 1 in 

boundary layers so that the cross term disappears and the Wilcox 𝑘 − 𝜔 model is recovered. Away from the wall 

𝐹1 = 0 so that the cross term is present and equivalent behavior to the 𝑘 − 𝜖 model is recovered. Intermediate 

regions are smoothly blended to prevent unphysical results. In a manner similar to the cross term, each of the 

model constants (collectively represented by 𝜑) is blended between its 𝑘 − 𝜔 value and its 𝑘 − 𝜖 value using a 

linear weighting based on 𝐹1. 

𝜑𝑆𝑆𝑇 = 𝐹1𝜑𝑘𝜔 + (1 − 𝐹1)𝜑𝑘𝜀 (7) 

 

Kinetic energy production 𝑃𝑘 in the SST model is limited to prevent over-prediction of kinetic energy in 

stagnation regions according to the relational expression: 

 

𝑃𝑘 = 𝑚𝑖𝑛{10𝛽∗𝜌𝑘𝜔, 2𝜇𝑇𝑆𝑖𝑗𝑆𝑖𝑗}. (8) 

  

 

where 𝑆𝑖𝑗 is the strain rate tensor. Turbulent viscosity is likewise limited using a second relational expression,  

𝜇𝑇 =
𝜌𝑎1𝑘

𝑚𝑎𝑥{𝑎1𝜔, 𝐹2√𝑆𝑖𝑗𝑆𝑖𝑗}
 (9) 

in order to prevent overly high damping in adverse pressure gradients. 𝑎1 in Eqn. (9) is a constant and  𝐹2 is a 

second hyperbolic tangent blending function having a value between 0 and 1.  

 

Blending between RANS and LES in the 𝑘 equation is handled entirely in 𝐷𝑖𝑘, given by: 

 

𝐷𝑖𝑘 = 𝜌 𝑘
3

2 𝑙⁄ . 

  

where 𝑙 is a modified length scale. This is set by the relational expression, 

 

𝑙 = 𝑚𝑖𝑛{𝑙𝑘−𝜔, 𝐶𝐷𝐸𝑆𝛥} (10) 

 

in which Δ is the local grid scale and and 𝐶𝐷𝐸𝑆 is a constant.  There are numerous methods of calculating Δ 

depending on the type of flow and the type of grid. In the present work, Δ is equal to the greatest edge length of 

a structured hexahedral grid element.  

 

In near-wall regions, therefore, the modified length scale is able to grow naturally with wall distance and 

dissipation represents the total energy destruction rate – consistent with a pure RANS model. In external flow 

regions where 𝑙𝑘−𝜔 exceeds 𝐶𝐷𝐸𝑆Δ, the modified length scale is determined solely by the grid geometry and 𝐷𝑖𝑘 

represents instead the transfer rate of energy from resolved to unresolved scales.  
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In comparison to other standard LES subgrid models (e.g. Smagorinsky, Menter-DES, k-equation), the SST-

DES subgrid model performs similarly at the LES limit. Were it not for the concern about near-wall 

performance and wall modeling in this case, another standard model could be used instead of SST-DES.  
 

In addition the basic EXN/Aero model includes the solution of the energy equation in both low and high-speed 

form.  In the low-speed form the transported variable is the enthalpy, h, while in the high-speed form it is total-

enthalpy, H, with the relationship 𝐻 = ℎ + 𝑉2 2⁄ .  The governing equations are show here respectively as: 
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𝜕

𝜕𝑥𝑗

〈𝜌〈𝑢𝑖〉〈ℎ〉〉  =
𝜕

𝜕𝑥𝑗
((𝑘𝐿 + 𝑘𝑇)

𝜕〈T〉

𝜕𝑥𝑗
) + 𝑆𝑚 + 𝑆ℎ (11) 

𝜕(𝜌〈H〉)

𝜕𝑡
+

𝜕

𝜕𝑥𝑗

〈𝜌〈𝑢𝑖〉〈H〉〉  =
𝜕〈𝑝〉

𝜕t
+

𝜕

𝜕𝑥𝑗
((𝑘𝐿 + 𝑘𝑇)

𝜕〈T〉

𝜕𝑥𝑗
) + 𝑆𝑀 + 𝑆𝐻 (12) 

The viscous energy source terms, Sm and SM, can include viscous dissipation and for the high-speed form also a 

viscous work contribution.  General energy source terms are applied through Sh and SH. Furthermore in the 

high-speed flow case an equation-of-state for density (ρ), and a specific heat, cp, relationship are needed.  The 

diffusion term coefficients, laminar (𝑘𝐿) and turbulent (𝑘𝑇), are for thermal conductivity. Turbulent thermal 

conductivity is related to the turbulent viscosity through the turbulent Prandtl number, PrT, using the relation 

𝑘𝑇 = 𝜇𝑇 𝑃𝑟𝑇⁄ . 

 

It should be noted that through the solution of the energy equation buoyancy can be activated which introduces 

an additional production contribution into the turbulence equations, which would appear as a source 

contribution in Sk in the turbulent kinetic energy equation.   

 

It also possible in EXN/Aero to set up any number of scalar transport equations.  These are general unsteady 

scalar-advection diffusion equations of the form: 

 

𝜕(𝜌〈𝜙〉)

𝜕𝑡
+

𝜕

𝜕𝑥𝑗

〈𝜌〈𝑢𝑖〉〈𝜙〉〉  =
𝜕

𝜕𝑥𝑗
((Γ + Γ𝑇)

𝜕〈𝜙〉

𝜕𝑥𝑗
) + 𝑆𝜙 (13) 

Here the variable 𝜙 is a scalar value determined by the source term 𝑆𝜙 and the laminar diffusion Γ and turbulent 

Γ𝑇 diffusion coefficients.  Turbulent diffusion Γ𝑇  is related to the turbulent viscosity through the turbulent 

Schmidt number, ScT, using the relation Γ𝑇 = 𝜇𝑇 𝑆𝑐𝑇⁄ .  In the scalar transport equation the velocity field and 

density are that of the background fluid. 

 

Finally EXN/Aero has also implemented an advanced model employing the Direct Quadrature Method of 

Moments (DQMOM).  This model at present has been implemented for dispersed liquid particles traveling in a 

turbulent atmosphere, with net drift toward the ground based on droplet size, when released from a source such 

as an aircraft.   The particular feature of DQMOM is that a particle size distribution (PSD) can be represented 

(and tracked in time) by solving a set of transport equations that conserve the moments of the PSD where the 

droplets can be undergoing diffusion by turbulent mixing, particle growth (positive or negative), coalescence 

and break-up, nucleation etc.   Since there is considerable detail associated with this model the reader can refer 

to the journal publication for the details [27].  The value of this model is that it can be used for a variety of other 
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applications including some relevant to DRDC.  As an example, the model could be applied to cavitation to 

better track the PSD, and hence net surface areas for mass transfer, in the growth/collapse of vapor regions.        
 

 

6. 2 Advanced Capability Models (DRDC) 
 

The development goals for EXN/Aero are for a general purpose CFD solution that spans a wide range of 

application models including the marine models relevant to DRDC-Atlantic.   There are therefore numerous 

development initiatives in EXN/Aero that are intended to support a wide range of application models.  For 

example the multigrid solver as earlier described is used for all models across all applications area.  The 

development effort for many-to-many connections (to be discussed in more detail) between cell families is 

another such initiative, as is the development of EXN/View. 

What follows are application models identified as important to DRDC-Atlantic and are described with more 

detail to provide information on the implementation approach; these models are overset mesh, 6-DOF motion 

prescribed/coupled and free-surface.  All of these models presume the ability to solve three-dimensional 

turbulent flows in complex geometries over combinations of CPUs and GPUs.    

 

6.2.1 Overset Mesh Model 
One of the desired capability areas for DRDC-Atlantic is the ability to simulate marine vehicles moving relative 

to one another and/or near fixed structures (including shorelines in littoral waters).   The motion can be 

undertaken in a ‘prescribed’ manner where the forces on the vehicles are calculated at each new position.  More 

generally the motion of a vehicle may depend on its proximity to another vehicle or structure, and therefore its 

position requires the solution of an additional set of contraints (such as the equations of motion for a rigid 

body).  This latter scenario represents a ‘coupled’ motion model as the resulting position at each time step is not 

known ahead of time.   Between the ‘prescribed’ and ‘coupled’ conditions a wide range of vehicle/vehicle or 

vehicle/structure interaction scenarios are possible which suggests that a general approach be undertaken for the 

CFD modelling.  The overset mesh technique employed in conjunction with other CFD motion models provides 

such a general approach.  

Overset mesh techniques have been around for some time with early developments primarily in the aerospace 

industry but have been extended into marine applications.  An example of this is the use of overset meshes in 

the CFD-Iowa research CFD code [28].   The overset mesh technique relies on solving the CFD governing 

equations on separate meshes, each developed for a specific vehicle, along with a larger background mesh that 

controls the far-field boundary conditions.  The use of separate meshes allows for mesh topologies to be applied 

that best suit the geometry to be modelled.  Since any of the meshes above can include the merging of different 

meshes together through many-to-many connections, from here on we will refer to these as ‘overset mesh 

systems’. 

The meshing approach employed in one overset mesh system does not need to extend into another mesh system 

thus making the meshing process simpler.  For example, one mesh system can employ a multi-block approach 

and the second an unstructured approach, both meshed independently as an overset mesh system.   

In the CFD solution all of the overset mesh systems must be integrated forward in time. For the solution to 

converge data must be communicated between the different mesh systems at each coefficient iteration based on 

identified donors and receivers.    An important aspect of an overset mesh implementation is the efficient 

identification of donor and receiver control volumes.   Furthermore since EXN/Aero employs a novel hybrid 

design involving cell mesh regions with intervening interfaces (as described in detail in Section 2),  the 
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implementation of the overset mesh technique and its donor/receiver matching must work within this governing 

framework.   

The 6-DOF motion models to be described subsequently, both prescribed and coupled, are intended to work 

with the overset mesh model active when multiple bodies are involved.    This therefore implies dependencies 

between the overset mesh method and 6-DOF motion models, and both method and models involve separate 

development within the EXN/Aero software framework.   Given these dependencies the following development 

steps have been undertaken: 

1 Implement an initial overset mesh design within EXN/Aero cell/interface framework and apply the 

model to simple cases. 

2 With the initial overset mesh design, implement and test the 6-DOF prescribed motion capability, for a 

single mesh system, within the cell/interface framework.    

3 With the 6-DOF prescribed motion capability implemented, proceed to add the coupled motion 

capability, for a single mesh system, within the cell/interface framework. 

4 With the implementation and testing of the 6-DOF prescribed and coupled motion capabilities, for single 

mesh systems, then activate the overset mesh capability for the multiple mesh scenarios.  

 

Integration of Overset Mesh Method within the EXN/Aero CFD Solution 

The integration of the overset mesh capability within the general CFD code structure is shown in Figures 12 

thru 14.   Shown in Figure 12, in a highly simplified fashion, are in blue the steps in the EXN/Aero time step 

advancement while in red are the intervening steps activated by the overset model.   At the beginning of a 

timestep there is a need to compute the overset mesh data areas, much of which is comprised of the 

donor/receiver information between mesh systems.  This step is needed only once if the mesh systems are 

stationary.   If the mesh systems are moving relative to one another, or relative to the background, there is an 

additional step at the beginning of the timestep involving recomputing donor/receiver information.  The search 

algorithm for determining the donor/receiver relationships has complex logic and must be efficient.  Details of 

this algorithm will be provided subsequently. 
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Figure 12 High-level EXN/Aero ‘Problem Solve’ time iteration sequencing with overset model interventions 

high-lighted in red.  Red in blue box (‘Solve Momentum’) points to another graphic. 

 

Within a timestep advancement there can be a number of coefficient loop iterations.  Within such an iteration 

conservation equations can be solved in order.  Each such equation system will have its own required overset 

mesh operations.   For the purpose of discussion we look at the Solve Momentum step (text in red) in Figure 12, 

which is further broken out in Figure 13.  For all equations the overset model interventions will look similar to 

that of the Momentum equation. 

 

In the momentum equation solution of Figure 13 the overset mesh steps are shown in red. Following the 

calculation of gradients, which are important in the calculation of the momentum equation coefficients, there 

needs to be a donor/receiver update so that all mesh systems are aware of the other.   This is done for the 

calculation of pressure and velocity gradients when overset is active.   The next interventions occur in the 

multigrid solver step and is detailed in Figure 14.   These interventions only occur if the overset mesh coupling 

option is 2.  If the overset mesh coupling option is 1 then there is no intervention in the multigrid solver but 

there is a donor/receiver update following the multigrid solution as shown at the bottom of Figure 13. 
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Figure 13 Momentum equation solution sequence with overset model interventions shown in red. Red in blue 

box (‘Multigrid solver solution’) refers to the graphic in Figure 14.  The overset model interventions are 

representative of any equation being solved (e.g. mass, turbulence, energy, general scalar, etc.).  

 

Within the execution of the multigrid solver, if the coupling option is set to 2, there are again interventions for 

the overset mesh model.   Here additional equation linkages, based on the donor/receiver coefficients, are 

created and added to the system of equations to be solved.   For the solution of any system it is first cast in a 

correction mode (where the unknown variable is a correction to the current solution state and its residual).  This 

step is also undertaken for the overset equation linkages created.  The next intervention is during the iteration 

stage where at the fine mesh level, with the overset coupling option = 2, we also solve the additional overset 

equations.             
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Figure 14 Multigrid solver solution sequence with overset model interventions shown in red. 

 

Overset Mesh Method: Donor/Receiver Identification 

One of the primary operations in overset meshing is a donor/receiver search algorithm to identify the control-

volumes that interact between different mesh systems.  The details of the donor/receiver search algorithm in 

EXN/Aero is described in detail in reference [28] and summarized here.  For ease in demonstrating the concepts 

we rely on a lid driven cavity flow problem solved in 3D as shown in Figure 15.   
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Figure 15 Example mesh components used in the overset sliding lid example case [29]. 

 

The search algorithm must consider a variety of scenarios between overset and background mesh systems as 

shown in Figure 16.  For example, the mesh systems can involve combinations of structured and unstructured 

cells and interfaces which requires the donor/receiver algorithm to include a first level search for intersecting 

cell objects on different mesh systems (bounding boxes for cells are used), and then a second level search for 

control-volume donor/receiver relationships between two cell objects.  The second level search looks for 

control-volumes intersecting between different mesh systems.  

The foundation of the donor/receiver search algorithm is the use of coordinate axis-aligned vision space bins for 

each cell across all mesh systems.   Every cell has a connecting ‘interpolate’ interface created with all cells in 

other mesh systems.   A selected control-volume centroid (for example a receiver from a foreground mesh 

system) can find its intersecting control-volumes (donors), and neighbouring control-volumes (also possible 

donors), in another cell or collection of cells located in a background mesh system.  The control-volumes in the 

background mesh must be associated with vision space bins so that the donor search can easily find its 

receivers.   Prior to this search possible background mesh cells are found through the intersection of their 

bounding box with the bounding box of the cell for the receiver. 
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Figure 16 Examples of different mesh systems (background and overset) that must be considered in the 

donor/receiver search algorithm [29]. 
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In Figure 17 are shown the placement of donors and receivers for our sliding lid example case.  For the overset 

methodology to work each mesh system, when meshes overlap, require the identification of donor and receiver 

control-volumes.   No control-volume can function as both a donor and a receiver.  In Figure 17 (top) mesh A is 

the background mesh system and the mesh B is the foreground mesh system.  The receiver control-volumes for 

the foreground mesh B (shown in yellow) are identified along the outer boundary of the mesh system.   

Corresponding receiver control-volumes are found and shown in red through the vision space bin search 

process.  The background mesh system also requires identifying its own receiver control-volume as shown in 

yellow in Figure 17(top).   What is not shown are the corresponding donor control-volumes for the foreground 

mesh system.  Note that for the background mesh system the identification of its receivers also identified 

blanked out regions (creating a hole as shown) that are entirely covered by the foreground mesh.  The same 

approach is also possible with unstructured meshes, or combination structured/unstructured meshes as shown in 

Figure  17 (bottom). 

 

 

Figure 17 Arrangement of overset and background mesh systems with donor (in red) and receiver (in yellow) 

control-volumes shown. A structured overset/background mesh system arrangement on top and a similar 

unstructured version below [29]. 
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With the overset donor/receiver search algorithm in place and tested it is possible to proceed and solve the 

sliding-lid case in its entirety to demonstrate the methodology.  In Figure 18 is shown the results for sliding lid 

case which has been obtained for different combinations of overset and background meshes (as given in Figure 

17).  The large recirculating flow passes through the overset mesh without consequence, this also includes a 

continuous pressure field.  Included with this study is a mesh sensitivity study and comparison to other 

numerical solutions in the literature as also shown in Figure 18 (bottom) [29]. 

 
 

 

 

Figure 18 Sliding lid flow solution (at Re=400) shown using the overset and background mesh systems with 

donor/receiver search algorithm and variable interpolations active (top).  Comparison of flow solution at 

different mesh resolutions (bottom) [29]. 
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6.2.2 Six-DOF Prescribed Motion Model 
The overset mesh technique is primarily concerned with donor/receiver matching and the interpolation of results 

between mesh systems at strategic points in the iterative solution.  How the mesh systems move relative to one 

another however requires a different set of inputs.  This input can be information describing the 6-DOF motion 

of the mesh system (which is attached to a body like a submarine) as a function of time.  Multiple mesh systems 

could be driven in this manner all of which are placed within a common background mesh and have an order of 

dependency between one another.  For example the mesh with the highest resolution could take top level 

priority should two overset meshes overlap.  

 

 

 

Figure 19 High-level EXN/Aero ‘Problem Solve’ time iteration sequencing with prescribed 6-DOF motion 

model interventions high-lighted in red.  Red in blue box (‘Solve Momentum’) points to another graphic. 

 

The EXN/Aero 6-DOF prescribed motion capability is implemented into the standard solution scheme as 

presented in Figures 19 thru 21.  In Figure 19 the motion models are initialized before entering the region of the 

code where time integration of the equations is undertaken.  Initialization involves reading text files into tables 

with the submarine kinematic state (u, v, w, p, q, r) defined as a function of time for the entire duration of the 

simulation.  Once in the ‘Problem Solve’ time step advancement, and at the start of each coefficient loop, the 

momentum solution (‘Solve Momentum’) is modified based on the prescribed motion tables.   In Figure 20 this 

appears first as an adjustment to coefficients for the momentum equation.  In Figure 21 we see that the source 
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adjustment belongs to any cell that is part of the cell family with its motion defined as ‘Prescribed 6-DOF’.  

Here look-up tables are searched using the current time to obtain vehicle state information.  The state 

information is then used to calculate FB (described next) which is included in the momentum source coefficient 

for the cell. 

 

To undertake the 6-DOF prescribed motion simulation the inertial frame governing equations for momentum 

conservation must be recast for a body fixed flow field.  This creates an accelerating frame source term as 

follows: 

𝐹𝐵 = −𝜌 (
𝑑2𝑅𝑜

𝑑𝑡2
+

𝑑Ω

𝑑𝑡
× 𝑟1 + Ω × (Ω × 𝑟1) + 2Ω × 〈𝑢𝑖〉) 

 

(14) 

 

 

At each time level the source term is computed based on the prescribed motion input and is fixed for that time 

step. The far-field boundary conditions are also adapted using the equation,  

 

𝑢𝐵 = 𝑢𝑜𝑐𝑒𝑎𝑛 − 𝑢 − Ω × 𝑟𝐵 

 

(15) 

 

 

where 𝑢 and Ω are for the speed and angular rotation of the body respectively.  The far-field boundary velocity 

is 𝑢𝐵and the distance from the body centroid to the boundary is 𝑟𝐵.  The ocean state in the far-field is given by 

𝑢𝑜𝑐𝑒𝑎𝑛. 

 

 

 

Figure 20 Momentum equation solution sequence with 6-DOF prescribed motion model interventions shown in 

red. Red in blue box (‘Momentum equation coefficients’) points to another graphic.   
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Figure 21 Schematic showing EXN/Aero ‘Momentum Coefficient’ level solution sequence with interventions 

for 6-DOF prescribed motion model indicated. 

 

An example of how 6-DOF prescribed motion would be applied in the context of the overset mesh technique is 

shown in Figure 22.   Here two mesh systems have been built for the background and overset components 

respectively.  Two angles are shown of the overset mesh system relative to the background of what would be a 

6-DOF prescribed rotation from 0
○
 through 30

○
.  Figure 22 is also shows how the mesh systems communicate 

through donor and receiver cells.  The generation of the connection information between two interacting mesh 

systems occur at the beginning of each timestep as shown in Figure 12 and follows the donor/receiver search 

algorithm described earlier.  Note that the equations of motions solved for the fluid flow is in the body-fixed 

frame of reference of the mesh system.  Therefore for the two meshes shown in Figure 22 the background mesh 

would generally be solved in the inertial frame-of-references and the overset mesh system in the its own local 

body-fixed frame-of-reference.   In the donor/receiver interpolation the transformation between mesh systems 

must be handled, and for the prescribed motion models this depends on the input files that describe the motion.  

In EXN/Aero the input files include the kinematic states of the vehicle comprised of velocities (u, v, w) and 

rotation rates (p, q, r) about the three axis as a function of time. At a given time the interpolated states from the 

input table are based on a cubic spline approximation. 
 

For the above overset mesh strategy to work requires implementation and testing of individual mesh systems 

driven by input files.   An overset mesh approach is not required for a simulation involving an underwater 

vehicle with a body-fixed mesh and far-field conditions that are well known, such as a quiescent ocean state.  

These simulations can use a single mesh system with far-field boundary conditions that adapt with the 6-DOF 

motion of the underwater vehicle.  In Figure 23 is shown the mesh topology used with the EXN/Aero SUBOFF 

simulations.  With a presumed known far-field state 6-DOF prescribed motion simulations have been 

undertaken with EXN/Aero with results shown in Figure 24 and 25 for a planar pitch and plunge manoeuver 

[29]. 
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Figure 22 Background and overset mesh systems for the SUBOFF unappended hull.  Donor-receiver 

relationships for Hosder and Simpson EXN/Aero simulations [30].  Shown is the 1º (bottom) and 27º (top) 

rotation settings. 
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Figure 23 Mesh toplogy used for the SUBOFF unappended hull simulations using EXN/Aero [30]. 
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Figure 24 Surface streamlines and pressure distributions for 4 stages of the most rapid transient (𝒓′𝒎 = 𝟏. 𝟎𝟒): 

a) zero drift prior to the start of pitching, b) near the point of maximum pitch rate 𝒕′ = 𝟓. 𝟗    𝜷 = 𝟏𝟔𝒐, c) at the 

end of the pitch but before the forces and moment have stabilized, 𝒕′ = 𝟕. 𝟖    𝜷 = 𝟑𝟎𝒐, and d) after steady 

forces and moments have developed, 𝒕′ = 𝟏𝟏    𝜷 = 𝟑𝟎𝒐 [30]. 
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Figure 25 Longitudinal vorticity distributions on cross sectional planes for 4 stages of the most rapid transient 

(𝒓′𝒎 = 𝟏. 𝟎𝟒): a) zero drift prior to the start of pitching, b) near the point of maximum pitch rate 𝒕′ =
𝟓. 𝟗,    𝜷 = 𝟏𝟔𝒐, c) at the end of the pitch but forces and moment have come into equilibrium, 𝒕′ = 𝟕. 𝟖,    𝜷 =
𝟑𝟎𝒐, and d) after steady forces and moments have developed, 𝒕′ = 𝟏𝟏,    𝜷 = 𝟑𝟎𝒐 [30]. 

 

Comparison of the results for Figures 24 and 25 against theory is presented in the Envenio DRDC report [30], 

and will not be elaborated on here.   

 

 

6.2.3 Six-DOF Coupled Motion Model 
The most advanced overset applications appear when the individual mesh systems have their 6-DOF motion 

determined by their propulsion, control surfaces, ballast blowing (if activated) and interaction with the fluid 

flow environment and other overset mesh systems moving relative to it.  As with the prescribed motion case this 

complex simulation starts with development of the 6-DOF coupled capability for a single overset mesh system.    

In the coupled 6-DOF model, rather than moving the body fixed mesh system through input files a solid body 

equation of motion (SB-EOM) model is developed that must be solved alongside the fluid equations of motion.   
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Following work developed out of UNB [31,32] the EXN/Aero 6-DOF coupled model employs the following 

form of the SB-EOM.    

 

𝑚[�̇� − 𝑣𝑟 + 𝑤𝑞 − 𝑥𝐺(𝑞2 + 𝑟2) + 𝑦𝐺(𝑝𝑞 − �̇�) + 𝑧𝐺(𝑝𝑟 + �̇�)]

= 𝑋𝐻(𝑡,y) − (𝑊 − 𝐵) sin 𝜃 + 𝑋𝐶(𝑡,y) + 𝑋𝑃(𝑡,y)
 

 

𝑚[�̇� − 𝑤𝑝 + 𝑢𝑟 − 𝑦𝐺(𝑟2 + 𝑝2) + 𝑧𝐺(𝑞𝑟 − �̇�) + 𝑥𝐺(𝑞𝑝 + �̇�)]

= 𝑌𝐻(𝑡,y) + (𝑊 − 𝐵) cos 𝜃 sin 𝜙 + 𝑌𝐶(𝑡,y)
 

 

𝑚[�̇� − 𝑢𝑞 + 𝑣𝑝 − 𝑧𝐺(𝑝2 + 𝑞2) + 𝑥𝐺(𝑟𝑝 − �̇�) + 𝑦𝐺(𝑟𝑞 + �̇�)]

= 𝑍𝐻(𝑡,y) + (𝑊 − 𝐵) cos 𝜃 cos 𝜙 + 𝑍𝐶(𝑡,y)
 

 

𝐼𝑥�̇� + (𝐼𝑧 − 𝐼𝑦)𝑞𝑟 − (�̇� + 𝑝𝑞)𝐼𝑧𝑥 + (𝑟2 − 𝑞2)𝐼𝑦𝑧 + (𝑝𝑟 − �̇�)𝐼𝑥𝑦

+𝑚[𝑦𝐺(�̇� − 𝑢𝑞 + 𝑣𝑝) − 𝑧𝐺(�̇� − 𝑤𝑝 + 𝑢𝑟)]

= 𝐾𝐻(𝑡,y) + (𝑦𝐺𝑊 − 𝑦𝐵𝐵) cos 𝜃 cos 𝜙 − (𝑧𝐺𝑊 − 𝑧𝐵𝐵) cos 𝜃 sin 𝜙 + 𝐾𝑃(𝑡,y)

 

 

𝐼𝑦�̇� + (𝐼𝑥 − 𝐼𝑧)𝑟𝑝 − (�̇� + 𝑞𝑟)𝐼𝑥𝑦 + (𝑝2 − 𝑟2)𝐼𝑧𝑥 + (𝑞𝑝 − �̇�)𝐼𝑦𝑧

+𝑚[𝑧𝐺(�̇� − 𝑣𝑟 + 𝑤𝑞) − 𝑥𝐺(�̇� − 𝑢𝑞 + 𝑣𝑝)]

= 𝑀𝐻(𝑡,y) − (𝑥𝐺𝑊 − 𝑥𝐵𝐵) cos 𝜃 cos 𝜙 − (𝑧𝐺𝑊 − 𝑧𝐵𝐵) sin 𝜃 + 𝑀𝐶(𝑡,y)

 

 

𝐼𝑧�̇� + (𝐼𝑦 − 𝐼𝑥)𝑝𝑞 − (�̇� + 𝑟𝑝)𝐼𝑦𝑧 + (𝑞2 − 𝑝2)𝐼𝑥𝑦 + (𝑟𝑞 − �̇�)𝐼𝑧𝑥

+𝑚[𝑥𝐺(�̇� − 𝑤𝑝 + 𝑢𝑟) − 𝑦𝐺(�̇� − 𝑣𝑟 + 𝑤𝑞)]

= 𝑁𝐻(𝑡,y) + (𝑥𝐺𝑊 − 𝑥𝐵𝐵) cos 𝜃 sin 𝜙 + (𝑦𝐺𝑊 − 𝑦𝐵𝐵) sin 𝜃 + 𝑁𝐶(𝑡,y) 

 

 

(16) 

 

The solution of the SB-EOM results in the state information: 

 

y = 𝑢, 𝑣, 𝑤, 𝑝, 𝑞, 𝑟, 𝑥0, 𝑦0, 𝑧0, 𝜙, 𝜃, 𝜓 

 

 

(17) 

 

The resulting state information provides input to the calculation of FB (Eq. 14) described earlier.  The Navier-

Stokes equations (Eqs. 1 and 2) must be recast from an inertial frame-of-reference to a local frame-of-reference 

form which further results in an additional momentum source term, 𝑆𝑢𝑖
= 𝑆𝑢𝑖

+ 𝐹𝐵.  As in the prescribed 

motion case, and for a single mesh system, the far field boundary conditions can be described with Eq. 15.  

Unlike the prescribed motion situation a SB-EOM solution is repeated many times within a timestep in a 

manner to converge on the final vehicle state and fluid force/moments acting on it.   Convergence of the 
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coupling between the fluid forces/moments and the SB-EOM can be difficult depending on the motions 

modelled.    

In the work of Bettle et. al. [31,32] a 6-DOF simulation capability was implemented in the CFD code ANSYS 

CFX® using an improved convergence approach for the solid and fluid equations of motion.   This method is 

now also implemented within EXN/Aero and undergoing testing.  The implementation strategy is outlined in 

Figures 26 thru 28.    

It is desirable for the purpose of testing and validation to use the same parameter and states files (with some 

minor changes) as employed in the ANSYS CFX version.    Therefore, as shown in Figure 26, prior to the time 

integration portion of the EXN/Aero solution (under Problem Solve) the state and parameter files are read in 

and placed in memory.  EXN/Aero physics memory is used since the data is the same for all cells that make up 

the cell family wherein the solid body is located.  For example, all cells when processed to compute the 6-DOF 

coefficient adjustments due to a moving frame of reference (essentially Eq.14 FB) need to access the same 

physics data areas in the process.     Following the initialization of the physics data area the EXN/Aero solution 

enters into the time integration phase where the complexity of the 6-DOF coupled model is embedded in the 

setup and solution of the momentum equations, as show under ‘Solve Momentum’ in Figure 26.  

 

 

Figure 26 High-level EXN/Aero ‘Problem Solve’ time iteration sequencing with 6-DOF coupled model 

interventions high-lighted in red.  Red in blue box (‘Solve Momentum’) points to the graphic in Figure 27. 
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Within the solution of the momentum equations there are further steps broken out as shown in Figure 27.  In the 

first step, under the ‘Set up Momentum Models’, if the 6-DOF coupling is active then computation of the 

integrated forces and moments on the submersed body is performed and the result saved.  This is followed by 

interventions during the calculation of the momentum equation coefficients (under the red in blue box).  

Following adjustment to the equation coefficients the multigrid solver phase is entered.  Therefore the 6-DOF 

coupled motions model is handled entirely through adjustment to the momentum equation coefficients with the 

strong-non-linear behaviour resolved through coefficient iterations as shown in Figure 26, before moving to the 

next time step (also shown in Figure 26).  Details on how the momentum equation coefficients are adjusted 

follow next. 

 

Figure 27 Momentum equation solution sequence 6-DOF coupled motion model interventions shown in red. 

Red in blue box (‘Momentum equation coefficients’) refers to the graphic in Figure 28.   

 

The 6-DOF coupled model, when active, changes the momentum equation coefficient assembly as shown in 

Figure 28.   During processing of cell family motion sources any cell with the 6-DOF coupled model active calls 

a series of subroutines as shown.  This begins with getting pre-calculated beginning of coefficient loop forces 

and moments for the body from memory (described in Figure 27) followed by in sequence:  

- activating and blending control-system moves,  

- alternate calculation of fluid forces (a test mode option) that override pre-calculated forces and moments 

from the actual geometry,  

- and finally setup and solution of the SB-EOM with resulting state variables (Eq. 17).    

 

As a final step the state variables (Eq. 17) are used to compute FB (Eq. 14) which is used to adjust the fluid 

momentum equation b coefficient.  It should be noted that embedded in the solution of the SB-EOM, and as 

indicated in Figure 28, are a number of sub-models (blowing, propulsion etc.) used in the creation of the 6x6 

SB-EOM equation system.  The details of the various sub-models are described in reference [31,32] along 

with the numerical methods employed to solve the equation system.    
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Figure 28 Schematic showing EXN/Aero ‘Momentum Coefficient’ level solution sequence with interventions 

for coupled motion model indicated. 

 

In reference [32] of particular interest is how the solid-body equations of motion are formulated in order to 

facilitate improved convergence when solved alongside the fluid equations of motion.  The solution approach is 

implicit in-line with the CFD formulation of the governing fluid equation.    A Newton iteration scheme is 

employed that requires an expensive Jacobian matrix calculation.  To avoid this computational expense 

coefficient based modelling is used to estimate the various terms in the Jacobian matrix.  The minimal set of 

easily derived Jacobian terms for efficient convergence was an important outcome of the research in [32].  This 

methodology is also employed in the EXN/Aero 6-DOF coupled model.   Information on the Jacobian 

coefficients are included through the parameter file that is read at solution initialization as shown in Figure 26. 

In discussion with DRDC-Atlantic several test scenarios have been identified for the EXN/Aero 6-DOF coupled 

motion capability.  The intention is to demonstrate the ability to replicate the ANSYS CFX results as a first 

phase in the validation.  The first case is a simple pitch-up man manoeuvre with the following specification: 

- This is a case where the simulation begins with the submarine moving with straight and level flight at a 

speed of u = 1.2 m/s.  All initial Euler angles are zero and the initial position of the CG is (0, 0, 1.742) 

[m].  The initial sternplane deflection is set at 0.64 degrees.  At t=0, the sternplane deflection is 

commanded to -20 degrees in order to pitch the submarine up.  The forward speed is also commanded to 

1.2m/s at t=0, which fixes the propeller RPM at the required rate for self-propulsions at straight and 

level flight (note that the actual submarine speed will change because of the changing loads during the 

manoeuvre). The simulation is run for 3.3 seconds to determine the resultant 6-DOF motion of the 

submarine, particularly the pitch motion and depth change. 

 

Aside from the pitch-up manoeuvre another case has been provided for comparison against ANSYS CFX 

and also an experimental data set.  This case is a more complex vertical 10/10 zig-zag manoeuvre with 
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experimental results from MARIN's free-running BB2 model experiments available at 

http://www.marin.nl/web/Ships-Structures/Navy/Submarines.htm.  This case has not been undertaken as yet 

as it awaits additional resourcing. 

 

 

 

 

Figure 29 Mesh of BB2 submarine used in coupled 6-DOF simulations using EXN/Aero and ANSYS CFX.  

Inset shows the submarine appendages. 

 

 

In Figure 29 is shown the BB2 submarine and its mesh that was used in the pitch-up simulation.  The results of 

the pitch-up simulation are shown in Figures 30 and 31 comparing EXN/Aero and ANSYS CFX motions.  The 

EXN/Aero simulation demonstrates a characteristic response for a pitch-up maneuver but does not track the 

ANSYS CFX response in a close manner, in particular for the depth change response.   The EXN/Aero 6-DOF 

coupled motion model has many components to it and present development is aimed at demonstrating 

preliminary solutions that will need further refinement.  In this case the mesh provided has far-field boundaries 

that are relatively close to the submarine, and therefore solver-specific treatment of the far-field boundaries 

become important when comparing results.   EXN/Aero results were obtained with a combination of 6DOF far-

field and constant pressure boundary conditions while ANSYS CFX used similar conditions but with average 

pressure boundary conditions (which are now also available in EXN/Aero).    Improving the results for 

EXN/Aero relative to ANSYS CFX will require bridging these differences and further testing of sub-models 

that the 6DOF solution relies on. 

http://www.marin.nl/web/Ships-Structures/Navy/Submarines.htm
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Figure 30 EXN/Aero (dashed line) vs. CFX (solid line) prediction of submarine pitch and depth during the 

pitch-up manoeuvre (results for ANSYS CFX provided by DRDC). 
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Figure 31 EXN/Aero (dashed line) vs. ANSYS CFX (solid line) prediction of speed change during the pitch-up 

manoeuvre (results for ANSYS CFX provided by DRDC). 

 

 

 

6.2.4 Volume-of-Fluid Free-Surface Model 

The overset meshing capability and the 6-DOF motion models provide a means to simulate a large variety of 

realistic underwater scenarios.  For marine applications it is also important to consider simulations that include 

air-water interfaces, also called free-surfaces.   The free-surface model most often applied in marine 

applications is the Volume-of-Fluid (VOF) approach which has implemented in EXN/Aero.  The VOF model 

can work within the context of overset and 6-DOF motion modelling.  Originally it was envisioned a level-set 

approach would be undertaken but a closer examination of the literature for the marine industry showed the 

VOF based approach the most widely used.  Furthermore the same equations can be employed, with some 

minor modifications, for another important marine model and that is cavitation (not yet developed).      

 

In addition to the governing fluid equations of motion already described for EXN/Aero, additional equations are 

applied for tracking the free-surface.  The primary equation is a transport equation for volume fraction with the 

following form:    

 

𝜕(α)

𝜕𝑡
+

𝜕(〈𝑢𝑗〉𝛼)

𝜕𝑥𝑗
 = 0 (18) 
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While the above equation appears quite simple in form it is however difficult to solve if it is applied to model a 

free-surface over a fixed mesh.   The volume fraction changing from 0 to 1 defines the region where the 

interface exists.   It is desirable for that interface to be sharp, over 1 to 2 control-volumes, when mixing 

processes are negligible.  A significant non-linearity that is introduced is in the mixture density where, for 

example with water, the density can change from ~1000 to 1 when moving from water to air over 1 to 2 control-

volumes.  This is easily seen in the equation below: 

𝜌 = 𝛼𝜌𝛼 + (1 − 𝛼)𝜌𝑏 (19) 

 

where 𝜌𝛼is the density of the heavy phase and 𝜌𝑏 the lighter background phase. Due to the need for a sharp 

interface, and the very large change in density over an interface, the application of VOF free surface simulations 

has garnered considerable research in an effort to develop stable and efficient solutions for a range of 

applications. 

 

Numerical treatments focus on the advection scheme for α so that it is compressive in nature, i.e. works to 

sharpen interfaces rather than diffusing them, and treatments to the collocated pressure-velocity coupling 

scheme to handle the strong body force active in the region of the interface (due to the gravity being active).   

EXN/Aero employs the STACS [33] treatment for volume-fraction advection and applies a treatment to the 

Rhie-Chow interpolation following [34] to account for strong body force gradients in the vicinity of the 

interface.  

 

 

Finally, when the VOF model is active the mixture mass conservation equation is replaced with a volume 

conservation statement as follows: 

𝜕〈𝑢𝑖〉

𝜕𝑥𝑖
 = 0 

(20) 

 

 

This equation is discretized following the SIMPLE methodology to arrive at a pressure correction equation.  

Significantly this equation form eliminates the highly non-linear density changes.  

 

As a demonstration of the VOF model it is applied to a 3D breaking dam example.  In Figure 32 is shown a 

schematic of the problem which is composed of six surrounding walls and an offset cube of standing water that 

will fall with gravity.   In Figure 33 is shown a gallery of results highlighting the progression of the free-surface 

front as it falls and splashes up against opposing walls eventually settling toward a calm surface.  This example 

was undertaken with an air/water system, earth gravity and a density ratio of 1000 (water over air).    With the 

buoyancy model active, necessary to separate the air and water phases, a hydrostatic pressure gradient is 

imposed on the resulting predicted pressure field.   In this manner the pressure field becomes quite complex if 

viewed during the unsteady portion of the simulation as hydrostatic and dynamic pressure components are 

combined and changing.   Toward the end of the simulation, when the water settles at the bottom of the tank, the 

hydrostatic pressure field becomes dominant and can be calculated analytically for comparison.  This final 

steady-state pressure result is also shown in Figure 33.         
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Figure 32 Free-surface breaking dam geometry used for testing EXN/Aero VOF solution technique. 
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Figure 33 EXN/Aero breaking dam example showing (top gallery) the evolving volume fraction front at times 

0, 0.14, 0.28, 0.42, 0.56, 0.7, 0.84, 0.98, 1.12s and (bottom) the final vertical pressure distribution along the 

probe line and its comparison to an analytical solution. 
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6.3 Advanced Capability Models (General Purpose) 
 

From the outset EXN/Aero was intended to become a general purpose CFD code that would have a wide 

audience and at the same time include models of interest to DRDC Atlantic.  The view was that DRDC’s early 

investment resulting in perpetual licenses would be protected if a commercial interest (i.e. Envenio) could 

create a range of revenue streams supporting EXN/Aero development.   Therefore, in addition to developing 

advanced models such as overset, 6-DOF prescribed/coupled motions and free surface a number of other 

advanced model have been developed, or are currently being developed. 

 

Model development is presently organized under beta and alpha features.  Beta features refer to those that have 

been validated and are presently being used by partners, while alpha features are implemented and still 

undergoing validation.   A release designation will happen when a beta featured has been used widely by 

partners/customers for a full year.   With the appearance of EXN/View in October 2016 the delineation of 

models as alpha, beta and release followed.   A full year since that time has not passed so release is a status yet 

to come.    What follows are the beta and alpha models with some explanations. 
 

Beta Current Key Features 

 Compressible and incompressible flows. The compressible model includes high-speed transonic flows 

for external and internal aerodynamics including shocks.  Explosion modeling has been demonstrated 

for a partner and results published in an industry venue.  The incompressible flow capability has been 

employed extensively in DRDC related underwater vehicle simulations, but also in simulations for 

atmospheric flows and aircraft.   

 Energy equations.  Low-speed (enthalpy formulation) and high-speed (total enthalpy formulation) forms 

of the energy equation are available.  The high-speed speed equation is activated with the compressible 

flow option.  A conjugate heat transfer capability (solid region solved in conjunction with a fluid region) 

awaits the completion of many-to-many mesh connectivity in EXN/Aero, more details will follow on 

this meshing capability. 

 SST DES, SST RANS, SST k-ω. A minimal set of often used turbulence models have been made 

available.  The DES model employs a combined LES and RANS approach.  All of the models have been 

outlined earlier under the Basic Capability Models. 

 LES-K subgrid canopy.   A special LES modeling approach for atmospheric flows over 

forest/agriculture ground canopies.  Model has arisen out of partners interested in delivery of 

forest/agriculture sprays from aircraft. 

 Porous media zones.  This is a general capability available in all commercial software and was requested 

by potential cusomers. 

 Drag based porous media for canopies.  This model has arisen out of partners interested in delivery of 

forest/agriculture sprays from aircraft. 

 User defined databases.  Through EXN/View a customer can define initial and boundary condition data 

files for interpolation onto the simulation mesh regions (i.e. inlet mesh regions, volume regions etc.).  A 

database of tables defining relationships such properties as a function of temperature/pressure, or 

changes in simulation timestep as a function of simulation time.  

 User defined sub-domains as sources.  In EXN/View a user can select specific regions where sub-model 

can be applied, as for example a porous media region, or a localized heat source. 

 Multifluid models for droplet transport.  This model has arisen out of partners interested in delivery of 

forest/agriculture sprays from aircraft.  Eulerian-Eulerian droplet tracking with algebraic slip applied to 

model movement of droplets relative to the gas phase.  Applicable to turbulent flows. 
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 Synthetic turbulence generation for LES (Syturb).  This model allows for creation of artificial turbulence 

at inlets in order to quickly build up turbulence for input into LES simulations.  Important for 

environmental flows with complex bathymetry or topography.  It was developed largely from tidal 

energy oriented projects in Atlantic Canada. 

 Steady state & transients. While EXN/Aero’s strength are most apparent with large-scale unsteady 

simulations, to accommodate customer requests to run smaller problems steady-state, both options are 

now available.    

 Ideal gas models.  For compressible flow problems an ideal gas model can be activated.   It can also be 

used in low-speed flows here density variation is driven by thermal changes. 

 Mixed mesh precision.  In EXN/View the user can select the region of the mesh where double precision 

accuracy is applied.  This is helpful in reducing the memory footprint for large problems intended to run 

on GPUs. 

 Hybrid meshing (unstructured, structured).   Handled at the meshing stage, the simulation can achieve 

increased solution speed-up by emphasizing structured data regions. 

 Buoyancy driven flows.   A buoyancy model can be activated when the energy equation or free-surface 

model is also activated.  With turbulence a buoyancy production term is activated. 

 Statistics calculator. For long running unsteady LES simulations the ability to track, for any variable, the 

mean and std. deviation of the solution field.  

 Passive scalar. Any number of additional scalar equations can be added with their own unique boundary 

conditions, diffusive mixing and source term settings.  

 Rotating frames-of-reference.  Here cell families can be identified to be operating in a rotating frame-of-

reference.  The model is important for application involving rotating machinery.  The many-to-many 

mesh connections* will allow for changing rotating-frame settings moving from one cell family to 

another. 

 Monitoring points.  Any variable in the simulation can be monitored at specified coordinate locations.  

The data is output to an sqlite database file which then can be monitored as the solution proceeds. 

 Boundary monitoring force/moment statistics. For selected boundary conditions force/moment statistics 

can be tracked and written to the sqlite file for solution monitoring (mean and std. deviation). 

 CGNS file conversion utility.  In order to handle different popular mesh tools (i.e. Pointwise, ANSYS 

Mesh, ANSYS ICEM, etc.) this utility converts external cgns files to the EXN/Aero format.  The utility 

is embedded within EXN/View.  

 6-DOF prescribed motion.   This DRDC requested model has already been described in an earlier 

section. It has undergone testing and some validation and is growing in use. 

 Space and time parallelization (parareal):  This novel capability has already been described in detail and 

has been demonstrated to operate over a range of practical Reynolds numbers.  Testing in different 

application areas is to be undertaken, with a particular emphasis on DRDC applications. 

 

 

Alpha Features (functional, being refined and validated) 

 6-DOF coupled vehicle motion. This DRDC requested model has already been described in an earlier 

section. It has undergone testing towards demonstration of compatibility with an ANSYS CFX version. 

 Free Surface modelling using the VOF method. This DRDC requested model has already been described 

in an earlier section.  
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 Overset mesh.  This capability has been described earlier and remains to be integrated to the 6-DOF 

prescribed and coupled models when both have been tested on single mesh systems.  Only the 6-DOF 

coupled motion model needs testing. 

 LES Smagorinsky.  A basic LES capability used in stand-alone outside of the DES model described 

earlier. 

 LES WALE.  An often used wall model for LES simulations. 

 SEM – synthetic turbulence.  A simpler synthetic turbulence model to apply with less control for 

anisotropy (which Syturb provides). 

 NGON general element types. This element type allows for using cut cell meshes (with hanging nodes) 

popular with ANSYS and OpenFoam users. 

 DQMOM.  The model tracks evolving particle size distributions and has been developed in partnership 

with groups interested in aerial spraying for agriculture and forestry settings.   The model can be 

extended to a variety of settings including bubble dynamics such as cavitation.    

 Moving mesh (ALE).  The ability to adapt the mesh in response to a moving boundary, as for example a 

deflecting appendage or wing.  This model can be employed in combination with other models such as 

overset amd moving frames of reference. 
 

 

Many-to-Many Mesh Connection*  

The last remaining foundation design component to EXN/Aero is close to being completed (estimated at end of 

April 2017).  This is the many-to-many mesh connection between cell families. Once completed meshes of 

different topology (and data organization type – structured/unstructured) can be connected without requirement 

of one-to-one node connectivity.  This will be implemented fully consistent with the EXN/Aero software design, 

parallelization methods and solver technology as outlined earlier in the report.   This capability will allow 

software development to proceed to implement general periodic boundary conditions, conjugate heat transfer 

analysis, loading balancing of unstructured meshes over GPU resources using the METIS domain 

decomposition tool and creating rotating machinery models.  Rotating machinery flows require transitioning 

from stationary to rotating regions of the mesh.   In the context of DRDC consider propeller mesh regions that 

can be moved relative to the fixed meshes attached to the ship and submarine bodies.  

 

 

In summary all of the model capabilities are anticipated to have an accompanying test case placed in the 

EXN/Aero regression testing environment.  This environment is continuously executed against code 

development updates.  This process has been fully automated since January 2017, and now is in the process of 

adding an increasingly wide array of test cases.  
 

   

 

7. Application Validation Studies  
 

In addition to specific validation studies on DRDC related problems a number of additional studies have been 

undertaken using industry test cases.    In this section we list validation cases that have been completed, on-

going or completed but being refined.  These examples are all integrated into the EXN/Aero regression testing 

environment.  The goal is to continually add more such tests in the coming years so that the testing environment 

is comprehensive, i.e. testing for functionality, solution performance, correctness and physical validation. 
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The following are some of the cases being validated against with their sources:  

 

KVLCC2/KVLCC2M tanker ship dataset for validating free-surface and turbulence models. 

Kume, K., Hasegawa, J., Tsukada, Y. et al., “Measurements of Hydrodynamic Forces, Surface Pressure, and 

Wake for Obliquely Towed Tanker Model and Uncertainty Analysis for CFD Validation”, Journal of Marine 

Science and Technology, 2006, vol. 11, no. 2, pp. 65–75. 

 

Experimental dataset for validation of forces/moments on an underwater vehicle undergoing prescribed 

motion.   

Farhood Azarsina, ‘Experimental Hydrodynamics and Simulation of Manoeuvring of an Axisymmetric 

Underwater Vehicle’, PhD Thesis, Memorial University, April 2009. 

 

Experimental dataset for validation of the turbulent mixing of a passive scalar. 

Zboray , A. Manera, B. Niceno, H.-M. Prasser : “Investigations on Mixing Phenomena in Single-phase Flows in 

a T-Junction Geometry”, The 12th Int. Topical Meeting on Nuclear Reactor Thermal Hydraulics (NURETH-12), 

Sheraton Station Square, Pittsburgh,Pennsylvania, U.S.A. September 30-October 4, 2007, Paper No. 71, pp. 1-

20. 

 

MARIN's free-running BB2 submarine model experiments for 6-DOF coupled motion validation. 

http://www.marin.nl/web/Ships-Structures/Navy/Submarines.htm 

 

Sajben transonic diffuser experiments for validation of supersonic/transonic nozzle predictions 

https://www.grc.nasa.gov/WWW/wind/valid/transdif/transdif.html 

 

2D backward facing step experimental dataset 

https://turbmodels.larc.nasa.gov/backstep_val.html 

 

Supersonic axisymmetric jet flow dataset  

https://www.grc.nasa.gov/WWW/wind/valid/axinoz/axinoz.html 

 

ONERA M6 wing dataset for validation of transonic flow predictions 

https://www.grc.nasa.gov/WWW/wind/valid/m6wing/m6wing.html 

 

ARA M100 wing-body dataset for validation of transonic flow predictions 

https://cfl3d.larc.nasa.gov/Cfl3dv6/cfl3dv6_testcases.html#ara 

 

Ahmed Body experimental dataset for DES/LES validation 

Bello-Millan, F.J., Tl Makela, L. Parras, C. del Pino, C.Ferrera, Experimental study on Ahmed’s body drag 

coefficient for different yaw angles, J. Wind Eng. Ind. Aerodynamics, Vol. 157, pp. 140-144, 2016. 
 

In the following we present results for the ONERA M6 and ARA M100 test cases above.   For the sake of 

brevity we highlight only two of the cases.  
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ONERA M6 Wing 

 

In Figures 36 to 40 the upper surface predicted pressure coefficients, at different wing sections, are shown 

according specifications in Figure 35.  In Figure 36 to 40 inserts show predictions of the CFD code Cobalt.   

The EXN/Aero results were obtained with an initial non-optimized mesh for capturing the shocks present on the 

upper surface.  Better optimization of the mesh should produce results more in-line with the Cobalt predictions. 

The basic features of the flow are however well predicted compared to experiment, including the merging of a 

primary and secondary shock structure near the wing-tip as seen in Figure 41.  In Figure 42 a cross-section of 

the pressure distribution is shown wing section y=0.44. 

 
 

Figure 34 ONERA M6 wing geometry [36] 
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Figure 35 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.20 
 
 

 
Figure 36 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.44 

 

 



62 
 

 
 

Figure 37 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.65 
 
 
 

 
 

Figure 38 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.80 
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Figure 39 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.90 

 
 
 

 
 

Figure 40 Comparison of EXN/Aero ONERA M6 simulation and experimental results at y/B=0.95 
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Figure 41 EXN/Aero ONERA M6 results showing pressure coefficient distribution across the wing span along 

with different Mach number iso-surfaces. 

 
 

 
 

 

Figure 42 EXN/Aero ONERA M6 pressure contours at cross section y/B=0.44. 
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NASA ARA M100 Wingbody 

 

A second validation dataset is for an aircraft wingbody.  The geometry with dimensions are shown in Figure 43.   

The predicted upper and lower surface pressure coefficients are shown, in Figures 44 to 49, at different wing 

sections with comparison to experiment.   Insets in each Figure show predictions for the CFD code Cobalt.  

Across these Figures the EXN/Aero predictions resolve quite well the pressure distributions, generally on par or 

better than the Cobalt results.  In Figure 50 is shown the surface pressure prediction for the half-body. 

 

 
 

 

 
 

Figure 43 ARA M100 general dimensions. Image source referenced in bibliography. 
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Figure 44 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.123 

 

 
 

Figure 45 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.231 
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Figure 46 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.325 

 

 
 

Figure 47 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.455 
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Figure 48 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.633 

 

 
 

Figure 49 Comparison of EXN/Aero ARA M100 wing-body simulation and experimental results at y/B=0.817 
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Figure 50 Pressure coefficient contours over the surface of the ARA M100 wing-body. 

 

8. Current State of EXN/Aero Development 
 

At the present time EXN/Aero is available, through NIMBIX, as a cloud based CFD Software-As-A-Service 

(SaaS) product in early testing.   An enterprise version is also available for users such as DRDC-Atlantic.   A 

wide range of industry/government lab users have responded to the proposed advantages of EXN/Aero and 

joined the on-line testing groups.   The testing has involved Envenio engineers doing simulation walk-throughs 

and the initial training for users to undertake simulations themselves.  Through the test simulations it is being 

confirmed that manycore computing provides in general an order of magnitude improvement (and much better 

in some circumstances) in computation effort per dollar in hardware spent.  These improvements are expected to 

continue to persist into the future.  The challenge however is the breadth of models and quality of user interface 

experience that is the norm in the CFD industry today.   While Envenio develops a new manycore based 

approach to solving CFD problems it also has the challenge to include in atimely way well validated and easy to 

use models.   Developing and testing models for a large general CFD audience takes a significant effort while 

also placing emphasis on the models of particular interest to DRDC-Atlantic, such as overset meshing, 6-DOF 

motion modelling and free-surface.     

 

The present state of the models important to DRDC-Atlantic are as follows:   

 

 Overset mesh infrastructure is in-place waiting to connect to the 6-DOF motion models 

 6-DOF prescribed motion model has now been tested, with validation, in a range of prescribed motion 

conditions including with a full appended submarine. 

 6-DOF coupled motion model has been implemented and tested for a simple motion cases using a full 

appended submarine configuration.  It needs more extensive testing and validation on complex 

maneuvers. 

 The free-surface model has been implemented and test for a simple breaking dam case and a ship 

moving at fixed speed.  It needs more extensive testing and validation on complex maneuvers. 
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9. Discussion, Future Plans and Conclusions 
 

EXN/Aero is a complete redesign of a CFD solver that can easily adapt to combinations of new multicore and 

manycore computer hardware.   The design emphasizes flexibility with the goal of being able to fully utilize 

HPC resources that are increasingly available on low cost compact platforms.  The flexibility is primarily 

focused on isolating changes in architecture from the application, and the development of a module (the cbmm) 

that maps applications with a flexible object oriented design (primarily cells and interfaces) to resources that 

may become quite diverse in the future and specialized for specific tasks.   Further flexibility relevant to HPC is 

the isolating of single and double precision parts of the application to minimize the latency cost of managing 

extra memory and to reduce compute time.  This is particularly valuable with the emergence of expensive fast 

memory located close to manycore processors where a smaller memory footprint allows for the entire problem 

to be placed ‘local’. Finally the EXN/Aero design also allows for diverse data structures to be maintained 

concurrently as part of the cells, with data translations handled through the interfaces.  This allows for selection 

of appropriate architectures for different data types.   To date the design has proven to be flexible and 

extendable. 

 

The development of a new CFD solver was predicated on technological changes associated with manycore 

computing being significant enough to justify the effort.  It also was based on the expectation that traditional 

multicore CFD codes would need to adapt or be left behind.  Presently the manycore trend is proceeding at full-

speed and important organizations such as NASA have outlined their own plans to adapt [2].  Testing by 

Envenio against other commercial solvers is indicating that performance/cost improvements are significant.   

However, for widespread adoption of a new CFD solver to occur, in present day circumstances, the software 

must also have a wide range of models, be well tested and documented, and be easy to use.  Achieving this state 

requires still further investment in the technology.     

 

The future plans for developing EXN/Aero will continue on a joint path of investment and sales, and working 

with early adopter clients like DRDC-Atlantic.  The remaining foundational component of the EXN/Aero 

software system is the many-to-many mesh connections.  This development is expected to be completed by the 

end of April 2017 resulting in two separate development branches being joined.   The many-to-many capability 

will allow EXN/Aero to easily load-balance fully unstructured meshes over GPU resources in the same manner 

as fully structured mesh are.  More importantly hybrid meshes can be load balanced considering both 

contributions of the unstructured and structured mesh regions (including mixed precision).  With this remaining 

foundation in place EXN/Aero can proceed to complete a number of important capabilities commonplace in 

CFD codes today, including periodic planes, rotating and sliding meshes moving relative to one another and 

connecting meshes of different topologies (and data types/precision). 

 

Development of DRDC-Atlantic models is expected to proceed with a focus on further validation of the 6-DOF 

prescribed and coupled motion and free-surface models, including applying these models to increasingly 

computationally demanding problems.  We anticipate the continued support and input from DRDC in this 

endeavor with a view to linking them into the overset mesh infrastructure.    We are working to broaden the 

scope of the simulations from an underwater vehicle focus to surface ships as well.   Development and 

improvement of the general purpose CFD code will also proceed alongside with a view to providing a rounded 

product for use by DRDC-Atlantic’s scientists.     

 

In conclusion, from the initiation of this project to present day, EXN/Aero has come a long way.  It is now being 

used on DRDC-Atlantic projects and is maturing into a product that can be easily deployed on the cloud and on 
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in-house GPU systems and with an easy to use graphical user interface.  Over the coming year EXN/Aero user 

support documentation will be increasingly developed with a view to supporting internal adoption at DRDC-

Atlantic.       
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