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Abstract  

This report reviews the concept of optimal stopping—deciding to shift information foraging effort 
from one’s current activity to another—and potential heuristic stopping rules that are applicable 
to basic types of information searches. Optimal stopping rules can be derived on the basis of the 
Marginal Value Theorem but heuristic stopping rules have been devised as alternatives to formal 
computation. These heuristics have been proven to be optimal under certain conditions, 
depending on the distribution of information across patches. The application of clear and 
appropriate stopping rules to guide analysts’ information search could help analysts become more 
efficient information foragers. This research could also contribute to the development of decision 
support concepts, such as providing real-time information regarding the gains and costs of 
information foraging. 

Significance to defence and security  

A key part of military intelligence analysis is information gathering, which currently consumes a 
great amount of analysts’ time. This report describes the concept of optimal stopping based on 
Information Foraging Theory that can be used to generate practical stopping rules to guide 
decision making during information search. Such rules can contribute to the development of 
decision support concepts for intelligence analysts. 
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Résumé  

Dans le présent rapport, nous examinons le concept d’arrêt optimal – le passage du butinage 
d’informations de l’activité en cours à une autre – et les éventuelles règles d’arrêt heuristique qui 
s’appliquent aux types fondamentaux de recherches d’information. Les règles d’arrêt optimal 
peuvent être dérivées du théorème de la valeur marginale, mais les règles d’arrêt heuristique ont 
été conçues comme solution de rechange au calcul formel. Les règles heuristiques se sont révélées 
optimales dans certaines conditions, selon la dissémination de l’information dans les zones de 
recherche. L’application de règles d’arrêt claires et appropriées pour guider la recherche 
d’information des analystes pourrait aider ceux-ci à devenir de meilleurs butineurs de 
renseignements. Cette recherche pourrait aussi contribuer à l’élaboration de concepts d’aide à la 
décision, par exemple fournir de l’information en temps réel sur les gains et les coûts du butinage 
de renseignements. 

 

Importance pour la défense et la sécurité  

Un élément essentiel de l’analyse du renseignement militaire est la collecte d’information, 
laquelle occupe actuellement une grande partie du temps des analystes. Le présent rapport fournit 
une description du concept d’arrêt optimal en fonction de la théorie du butinage d’informations 
qui peut servir à produire des règles d’arrêt pratiques pour guider la prise de décision pendant la 
recherche d’informations. Ces règles peuvent contribuer à l’élaboration de concepts d’aide à la 
décision pour les analystes du renseignement.  
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1 Introduction 

Information gathering is an important component of intelligence analysis but a component that 
can be excessively burdensome to the analyst. Although there are few firm estimates of how 
much time analysts spend on information gathering, military analysts generally believe that they 
spend too much of their available time searching for important information rather than performing 
analysis [1][2]. One reason analysts spend so much time gathering information is that they have 
access to an extensive and wide range of information sources. Although technological advances 
have made it easier than ever to gain access to information they have not yielded any means of 
expanding the cognitive capacity of the human analyst to rapidly encode and understand that 
information. Information overload, combined with time pressure, dramatically increases the 
cognitive burden placed on analysts who find it difficult to process large volumes of information 
and are thus more susceptible to cognitive biases and error [3][4]. 

1.1 Information Foraging Theory (IFT) 

In light of this information gathering problem facing intelligence analysts, a review of the 
literature pertaining to Information Foraging Theory (IFT) was undertaken to identify ways this 
theory might contribute to efforts to support intelligence analysts [5]. The premise of IFT is that 
the strategies a person uses to search for information can be evaluated in terms of the extent to 
which those strategies result in the optimal gain of useful information for the smallest possible 
cost of effort and time. These strategies, it is assumed, are based on general cognitive 
mechanisms believed to guide search behaviour in mental as well as physical environments [6]. 
Thus, as a bird travels from bush to bush seeking berries for sustenance, a human “informavore” 
moves from one resource (e.g., a database, printed article, video) to another, seeking relevant 
information to support performance of a task [7].  

Optimal foraging models rely on various assumptions about the foraging problem, in terms of the 
environment and possible strategies, and about the “currency” that defines what is to be 
maximized [e.g., 8]. These currency assumptions are especially important as they define the 
measurement of resource value, gain, and costs. In optimal foraging models, the currency, 
ultimately, is the reproductive fitness conveyed by a resource, although this is not something that 
is generally directly measurable [8]. For this reason, a proxy measure, such as caloric value, is 
typically chosen based on its presumed correlation with reproductive fitness [9]. Cost refers to 
expenditures of resources that affect reproductive fitness but, again, there is no simple direct 
measure of this. Cost can be measured in terms of energy incurred by foraging activities but time 
is also a crucial cost as the time spent in foraging a particular food source incurs opportunity 
costs. Foraging costs are often measured solely in terms of time, which is assumed to be 
correlated with activity, to provide a single currency for cost [10]. 

The concept of optimization is powerful enough to explain a wide range of foraging behaviours 
across all types of animal species, including humans [11]. Depending on the specific nature of the 
forager’s task and environment, there may be different cognitive strategies to achieve this goal 
but, generally speaking, optimal foraging is whatever maximizes the ratio of gain to cost. IFT 
serves as a guide to determining what those cognitive strategies are and whether a given strategy 
will result in optimal performance under the conditions of the environment [12]. 
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In information foraging, gain comes in the form of useful information. Defining the value of 
information can be challenging as it depends on the goals of the person doing the foraging [13]. 
Generally, IFT assumes that individual pieces of information, or information items, will vary in the 
value they provide to a forager and so it is important for a forager to obtain the greatest proportion 
of relatively high-value items as possible. Cost in information foraging refers to expenditures of 
resources in the pursuit of information. Because gathering information does not require a great 
deal of physical energy expenditure, and because the concept of cognitive effort is not very 
well-developed or measurable, it is generally assumed that all foraging costs can be captured by 
the amount of time spent foraging. Time serves as a proxy measure for cognitive effort [14] but it is 
also a direct cost—time spent foraging incurs opportunity costs, which are benefits that could be 
gained by engaging in other activities but are forfeited by engaging in the chosen activity. 

Foraging costs are typically divided into so-called “between-patch” activities, involving search 
for, and movement to, the next place (patch) to forage, and “within-patch” activities involving the 
exploitation of resources within a patch [6][12]. Information patches are analogous to food 
patches in that they represent key locations at which some number of resource items can be 
consumed without the need for very much time-consuming movement. This is true for both 
external searches in the physical world and internal searches of mental representations [15]. 
Travelling from one such patch to another, in contrast, takes a significant amount of time and 
effort in relation to the exploitation of resources within a single patch. This means that the cost of 
information foraging is assumed to consist of just two main components: the between-patch cost 
is the time spent on activities of changing the area of search, such as accessing a new database, 
pulling out a folder of documents, and so on, and the within-patch cost, which is the time spent 
processing items within a patch, such as viewing items contained in a database, reading a 
paragraph within a document, and so on.  

1.2 Purpose 

IFT can illuminate a range of foraging phenomena, such as the basis for a forager’s selection and 
rejection of different kinds of resource items or the way sensory information can be used to guide 
behaviour [11][12]. This report, however, will focus exclusively on the issue of “patch-leaving,” 
and, in particular, the kinds of stopping rules that may be used by human information foragers to 
guide decisions to stop searching in one location and move to another.  

Given that foraging costs are defined with respect to both between- and within-patch costs, 
decisions about when to abandon one patch and look for another have significant impact on a 
forager’s overall performance. So-called patch models specify the optimal point at which to 
depart a patch based on the specific between- and within-patch costs and the rates of gain 
expected by a forager within patches and across the entire environment [12]. According to IFT, a 
forager will want to continue with the current source as long as the expected payoff—gain of new 
information—is greater than the overall payoff rate expected from searching elsewhere [16]. 
What is often not clear, however, is what cognitive process, or stopping rule, a forager can 
employ to reliably choose the optimal times to leave patches. 

The purpose of this paper is to review stopping rules for patch-leaving that are applicable to 
information foraging. This review will include a discussion of procedures for determining optimal 
patch-leaving but will also examine heuristic stopping rules that a human forager could 
potentially use either implicitly or as a deliberate strategy.  
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2 Models for common information search tasks 

Before examining different stopping rules, this section will describe simple procedural models of 
the decision making required in information foraging to highlight the role of the stopping rule in 
guiding a forager’s patch-leaving behaviour. These models will describe a forager’s decision 
making process regarding the selection of patches, the selection of items within patches, and 
when to leave a patch and search elsewhere. Several specific information search tasks are 
considered, representing basic types of information searches that an intelligence analyst might 
encounter on a regular basis. 

2.1 Query-based search 

A query-based search is one in which the forager uses a search term or keywords to generate 
candidate information items. A common example is an online search engine in which the user 
enters keywords that reflect his/her information goal and the search engine returns a list of links 
that point to potentially relevant web pages. The returned links can be ordered according to some 
algorithm that ranks results on the basis of relevance to the keywords. 

In this kind of search, any unique individual keyword, or combination of keywords, and the set of 
returned links can be considered a patch. The links generated are individual information items 
that can be accessed by following that link, with the potential value of the item assessable by any 
available indicators, such as labels, text snippets, or such (what Pirolli calls “information scent 
cues”) [7, pp. 69–75]. The environment in which information foraging is performed is the set of 
all possible unique keyword(s) that the forager could employ. Thus, a forager submits some 
keyword(s), receives a set of links, then sequentially determines whether to exploit each link until 
reaching some point at which he/she abandons this set of links to enter a new keyword(s) and 
generate a new set of candidate links (i.e., move to another patch).  

The key steps in a query-based search are: a) selecting a set of keywords that will maximize the 
probability of obtained results that contain useful information, b) assessing whether to spend time 
to exploit each link in a way that minimizes time spent on non-useful information, and 
c) employing a stopping rule that leads one to leave the patch at a point that maximizes long-term 
information gain. 

Figure 1 shows a procedural model for query-based information search. Search begins with the 
box marked “Pick keywords based on Info Goal” which comprises the selection of query terms to 
be used to generate patch options. As long as some options are generated, the forager moves on to 
determine whether items are worth investigating. It is assumed that an information forager 
evaluates items by a semantic comparison process in which the identifier for the patch (e.g., title, 
link descriptor) is matched to the forager’s internal representation of the information goal and a 
measure of similarity computed [17]. The similarity is taken as a quantitative measure of overlap 
between the meaning of the search goal and patch identifier, which is in turn viewed as a proxy 
measure for the expected value of accessing the patch. If that similarity exceeds some criterion 
value, the forager enters the patch and considers information items within it. 
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After making a decision about an information item and updating the patch gain, the forager 
applies a stopping rule. IFT conceives of a stopping rule as a conditional based on the gain, or 
rate of gain, achieved in the current foraging activity relative to the potential gain, or rate of gain, 
to be expected from engaging in some other foraging activity. For example, Charnov’s [18] 
Marginal Value Theorem posits that a forager will leave the current patch in which he/she is 
foraging when the instantaneous rate of gain (marginal value) falls below the average rate of gain 
achieved by foraging within the environment as a whole. Heuristic rules, which will be discussed 
later, operate on different bases. For the time being, the application of a stopping rule refers to 
any conditional statement that can yield a true or false outcome, with a true outcome resulting in 
the forager ending the current search activity. 

2.2 Information push tasks 

An information push task is one in which the forager does not control the occurrence of items. In 
a newsfeed, items are presented to a user according to an externally-determined schedule and so 
the forager has no control over what items are available to be inspected or the order in which 
items occur. The forager does control, however, his/her leaving decision; i.e., the decision to stop 
monitoring a newsfeed and devote his/her attention to some other resource. Examples of an 
information push system include monitoring a newsfeed and subscribing to a microblog, which is 
a stream of text written by an author and distributed in numerous very short updates over time 
(e.g., Twitter™ ).  

Newsfeed users can monitor newsfeeds in real-time and consume useful items as they come 
along. Some newsfeeds automatically archive entries, and so offer the user an opportunity to 
forego passive monitoring in favour of periodic active searches. The value of this option could 
depend on the speed with which items appear on the newsfeed. Research has suggested that active 
foraging strategies are preferred to passive strategies when resource items present themselves to a 
forager at a rate slower than the speed with which the forager could find a suitable item using an 
active search [19].  

Because an information push system does not allow the user to control what items are presented, 
or in what order, the key steps for a user are: a) assessing the value of each item in a way that 
minimizes time spent on non-useful information, and b) employing a stopping rule that leads one 
to leave the system at the point that the rate of gain from the system falls below the level of gain 
expected from switching to some other system or environment. 

As illustrated in Figure 2, the search process begins with an evaluation of the relevance of an 
information feed to the forager’s information goal. Relevance is assessed in terms of semantic 
similarity and, if the similarity of the feed to the goal exceeds a certain criterion, the forager 
begins to monitor the feed. At this point, the forager can only wait for information items to be 
pushed to him/her. When an item appears, the forager assesses that item’s semantic similarity to 
the information goal to determine its relevance. If the item’s relevance exceeds a criterion, the 
item is accessed (if it is in the form of a link requiring the forager to take an action to inspect the 
item) or evaluated as a whole. The relevance of the item is assessed with respect to the forager’s 
information goal and the result compared to a criterion value that determines whether the item is 
exploited or rejected. After an item is evaluated for consumption, the forager applies a stopping 
rule to determine whether to leave the information feed or continue to monitor it.  



6 

 

FFigure 2: Proceddural model for inf

  
  

 
 
  
  

nformation searchh in an informatio

D

on push task. 

DRDC-RDDC-20117-R119 

 



  
  

DRDC-RDDC-2017-R119 7 
 
 
  
  

2.3 Document search 

A document search refers broadly to the inspection of documents (typically texts of varying 
lengths and content) in any format; e.g., printed hardcopy, electronic document. In some respects, 
a document search is like a query-based search, specifically in that the forager actively tests 
contents of documents against an information goal. It is worth distinguishing these kinds of 
searches, however, as document search lacks the high degree of structure imposed by a typical 
query-based search. Whereas a search engine requires a user to articulate specific search terms 
and forces a sequential search process, foragers have more freedom in approaching a document 
search. In a document search, the forager typically does not articulate specific keywords but, 
instead, relies on a broader, implicit information goal to evaluate documents for their relevance. 

There are two aspects to foraging documents. The first is the so-called document pile search in 
which a forager has access to a set of documents and must chose documents to inspect in further 
detail. Thus, the forager makes decisions whether to invest the time and attention required to read 
through a document in search for useful information. The other search process pertains to the 
extraction of information from an individual document (i.e., document search) that has been 
selected. A forager could read the entire document but, assuming that the forager is searching for 
information relevant to a specific information goal, a more likely procedure is to skim through the 
document, selectively reading small sections at a time based on whether the content is relevant. 

Both types of search, which are targeted searches for relevant information rather than 
comprehensive reading, rely on “skim reading.” Reader and Payne [20] proposed that skimming a 
document may be performed by applying a satisficing rule. This strategy allows readers to 
allocate attention in an adaptive way to maximize information gain per unit of time [21]. The 
satisficing strategy assumes that the reader sets a threshold level of desired information gain and 
monitors that gain while reading. At the point information gain falls below the threshold, the 
reader moves to next section of text. The satisficing strategy works well when sections and 
paragraphs within documents are differentially valuable to the reader and, moreover, the initial 
and final part of each section or paragraph is more likely to contain diagnostic information than 
the middle parts [21]. Skim reading may actually yield better overall understanding of texts than 
reading linearly through those texts when the reader is under significant time pressure [21].  

The key steps in a document search are: a) prioritizing documents or sections within documents 
where possible (i.e., using titles, abstracts, section titles to infer the likely value of a document or 
section within a document), b) rapidly assessing the value of individual sections or paragraphs 
within a document to determine whether to more thoroughly extract information, and 
c) employing a stopping rule that leads one to leave the section or document at a point that 
maximizes long-term information gain.  
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A document pile search, illustrated in Figure 3, begins with the forager selecting an available 
document and evaluating the document title and abstract/summary for relevance to the 
information goal. Documents do not necessarily contain a title and/or abstract, in which case a 
forager can use any kind of summarizing material as an information scent cue for the document 
[7]. If the relevance of the information scent cue, as measured by semantic similarity, exceeds 
some criterion, the forager proceeds to an individual document search. After finishing a 
document, the forager applies a stopping rule to determine whether to abandon the document pile.  

The individual document search is shown in Figure 4. When a document is selected, the forager 
begins by examining available scent cues that could be used to judge the document’s relevance to 
the forager’s information goal, such as a table of content, paragraph headers, and so on. Based on 
available scent cues, the forager can go to specific locations in the document to begin a paragraph 
evaluation in which the forager makes a judgment about whether the section of the document is 
worth consumption. It is assumed here that the forager uses a skim reading technique in which the 
first and last sentences of the paragraph are read as indicators of the content of the paragraph as a 
whole [21].  If the content of the paragraph appears similar enough to the information goal then 
the forager reads the entire paragraph. Once a paragraph is consumed or rejected, the forager 
applies a stopping rule to decide whether to continue foraging in the document. If the forager 
decides to stop, he/she leaves the document and returns to the document pile.  
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3 Types of stopping rules  

Stopping rules are the mechanisms by which a forager makes patch-leaving decisions [15]. Thus, 
they are critical to the performance of a forager in maximizing information gained in relation to 
time and energy spent in the search. This section describes, first, the theoretical basis for optimal 
stopping and, second, several heuristic stopping rules that could be used in practice by human 
information foragers.  

The existence of multiple stopping rules may seem incongruent with optimization of the search 
process but they arise because foraging is optimized with respect to a particular environment. 
Environments for information foraging vary widely in many important respects, notably the 
number of resources available (and hence number of patches), the media in which information 
occurs (and hence costs associated with exploiting items), and the distribution of task-relevant 
information items across patches. Thus, different stopping rules can be more or less effective, 
depending on the specific environmental conditions under which they are used [15]. 

3.1 Charnov’s Marginal Value Theorem (MVT) 

Most animal species exhibit patch-leaving behavior during food foraging that allows them to 
leave a patch before reaching the point at which diminishing returns result in a sub-optimal rate of 
gain [22]. Charnov’s [18] Marginal Value Theorem (MVT) was developed to explain how 
animals allocate their foraging time to patches in an environment in which the pattern of 
diminishing returns (characterized by a cumulative gain function that can be approximated by the 
negative exponential function [23]) constitutes the main constraint on foraging success. MVT has 
been very successful in predicting foraging behaviour of animals and even humans [24][25]. 

Charnov’s MVT formally describes the relationship between in-patch, or marginal, gain and the 
environmental average rate of gain. As illustrated in Figure 5, the cumulative gain from foraging 
within a patch is an increasing function of time. The rate of gain is captured by the slope of a line 
tangent to any given point on the gain curve. When the gain function provides diminishing returns 
over time, as in Figure 5, that slope is largest for points at the beginning of the gain curve and 
decreases steadily over time.  

According to the MVT, to maximize his/her long-term rate of gain, a forager must choose “patch 
residence times” (i.e., the length of time spent in a patch before leaving it) such that the marginal 
rate of gain at the moment of leaving equals the long-term average rate of gain across all patches 
in the environment [7, pp. 44–45]. The environmental average rate of gain can be expressed by 
Holling’s Disc Equation as a function of the average gain obtained from patches in the 
environment, g, and the average rate at which resource items are encountered in patches (the 
encounter rate), λ [12][16]: 

λg
1 λ

 (1)
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resource item is a known, and decreasing, function of time, the forager could estimate the 
probability of capture at any time and decide when to leave a patch [28][29].  

Subsequently, Oaten [30] developed a model of stochastic foraging with discrete items. Whereas 
Charnov [18] proposed that a forager should leave a patch when the instantaneous rate of gain 
falls to the overall environment average rate of gain, Oaten proposed that a forager should leave a 
patch when the expected instantaneous rate of gain falls to the overall environment average rate of 
gain. In the stochastic model, this rule can be used if the forager has complete information about 
patch quality, in particular the number of resource items remaining in the patch. The expected 
instantaneous rate of gain can be computed on the basis of the resource item density.1   

Oaten’s model seeks to find the strategy that maximizes the ratio of the expected rate of gain to 
the expected foraging costs [28]. It is assumed that the forager knows the between-patch travel 
time and the distribution of the number of resource items per patch, as well as the joint 
distribution of the capture times given the number of resource items in a patch. Then, for any 
given leaving rule, one can calculate a rate of gain [27]: 

 , (2)

where tB is the between-patch time, E(G) is expected gain (number of resource items captured) in 
a patch with a given stopping rule, E(T) is the expected time searching in a patch using the 
stopping rule, and R is the long-term average rate of finding prey given the stopping rule. Oaten’s 
model states that a forager should use whatever leaving rule maximizes Equation (2). 

Based on Oaten’s model, Green [28] described a computational procedure to determine the best 
stopping strategy. The procedure involves estimating the potential quality of a patch given that 
the forager has taken a certain number of items. Each time the forager takes a resource item, 
he/she can determine whether there exists a stopping rule for the patch that will yield greater 
value from staying in the patch than from leaving it and searching elsewhere. If there is no such 
rule that satisfies this constraint, the forager leaves the patch. 

Green defines a stopping rule (or leaving strategy as it is also called) in terms of: a) the number of 
resource items obtained, x, up to some point in time, b) the time spent, t, to obtain those x items, c) 
the expected number of items that will be gained given that x items have been obtained by time t, 
EG(x,t), and d) the expected time that will be spent in the patch given x items have been obtained by 
time t, ES(x, t) [28]. The rule is represented by a sequence, {tk}, in which tk indicates the time at 
which the forager should leave the current patch given it has found k items [28]. In general, a rule 
will be to stay in a patch if the ratio of the expected gain to expected time exceeds zero. 

                                                      
1 Isawa et al. [31] also produced a tractable rule for patch-leaving when prey are discrete items. This rule is 
to leave a patch when the expected instantaneous gain rate falls to some criterion level that is constant 
across all patches. The expected instantaneous gain rate can be found using only information on the time 
spent searching and the number of items found at a given time. This rule may have garnered less support in 
the food foraging literature because it assumes that prey selection is independent and finding an item does 
not provide information useful to refining the estimate of the number of items left in the patch. However, 
when prey are distributed in a “clumpy” manner, with the variance of the distribution greater than the 
mean, finding an item does improve the estimate, so the rule is no longer optimal. 
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Green’s procedure for finding an optimal stopping rule begins with the assumption that there are a 
finite number of stopping rules but only one yields the maximum long-term average rate of 
finding resource items given the leaving rule, R = c*. However, because c* is not known, the 
correct value must be determined by an estimation procedure. Green’s [28] procedure is to pick 
an initial value of c and assume that this is the maximum long-term average rate. The procedure 
then finds the stopping rule that would produce that value of c, calculates the value of R that is 
obtained if that rule is used, and compares the obtained value of R with the assumed value of c. If 
there is a discrepancy, the correct rule was not found and a new value of c is chosen: a larger c if 
the found value of R was larger than the initial c or a smaller c if the found value of R was smaller 
than the initial c. By iteratively choosing values of c, finding the corresponding strategy, and 
comparing the R that results from that strategy to the assumed value, one can eventually 
determine the stopping rule that leads to the best rate c*. 

In practice, Green’s procedure is complex and requires dynamic programming to accomplish and, 
as a result, is not a procedure any human forager could perform without some form of external 
computational assistance [28][32][33]. Nevertheless, there are two reasons to consider Green’s 
procedure a valuable tool. First, as will be discussed in detail below, Green’s procedure can be 
used to determine general strategies for common distributions of resource items in the 
environment and so can lead us to determine optimal strategies for specific environments. 
Second, Green’s procedure might also be tractable in real time for a computer-based information 
system that had access to the required information. Powerful computers may determine optimal 
stopping times for information foragers in real-time under these conditions. 

3.3 General heuristic rules for stopping 

As an alternative to formal computation of optimal stopping rules, foraging researchers have 
sought to describe heuristic stopping rules that could emulate optimal rules [34]. The objective is 
to describe rules that a biological forager, whether insect, bird, or mammal, could use as a 
practical solution to the stopping problem. Heuristic rules are particularly intriguing because they 
rely on little information, which is useful to foragers who may have difficulty tracking gains and 
costs across foraging opportunities. This section describes several heuristic stopping rules that 
have been examined in the context of foraging theory. These heuristics will be related to different 
foraging environments in the subsequent section. 

3.3.1 Giving-Up Time (GUT) rule 

One of the first simple heuristics to be proposed was the Giving-Up-Time (GUT) rule, according 
to which a forager should leave a patch as soon as a certain amount of time (the GUT) has passed 
since the last capture of a resource item (e.g., [27]). The GUT serves as a crude predictor of patch 
quality because a forager will encounter resource items more frequently in a rich patch than a 
poor one, delaying the expiration of the GUT, and increasing the tendency of the forager to 
remain in richer patches longer than poorer patches [31].  

The success of the GUT rule depends on choosing the criterion GUT such that, when that interval 
is reached, the estimate of the capture rate (rate of obtaining resource items) of the patch is below 
the overall average environmental capture rate. This can be determined through dynamic 
programming, as described by Green [27], or through some other estimation process; e.g., the 
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GUT can be set heuristically by the average capture rate (rate of obtaining resource items) for the 
environment as a whole [22, pp. 104–105]. In this case, the interval between captures is used as 
an estimate of the capture rate [36]. As the environmental capture rate increases, the GUT value 
will tend to decrease, so a forager will tend to deplete a patch to the threshold value faster and 
consequently leave patches earlier. On the other hand, when the environmental capture rate is 
lower, a longer GUT is expected. 

The GUT rule is not a truly optimal rule because it ignores information contained in the sequence 
of successes and failures of the forager within a patch. If a forager uses this information, it can 
produce a better estimate of the expected potential of the remaining patch [18][37]. Nevertheless, 
the GUT rule has been shown to allow generally sufficient results.  

3.3.2 Fixed-Number (Fixed-N) heuristic 

The GUT rule illustrates that it is possible to forage using heuristics that require very little 
information about the environment. In addition to time, a forager can rely simply on the number 
of resource items captured as a guide to patch-leaving as both foraging time and number of 
obtained items are correlated with diminishing returns [22, p. 100].  

The Fixed-Number (Fixed-N) heuristic (or number-expectation hypothesis) describes a simple 
rule for patch-leaving in which a forager sets a criterion number of items to exploit in each patch, 
leaving a patch when that number has been obtained [22, pp. 102–103]. This heuristic assumes 
that a forager expects a certain number of items per patch and is capable of counting the items it 
successfully obtains.  

Clearly, the success of this heuristic depends on choosing the correct threshold but how could a 
forager know what number of items to exploit before leaving a patch? In animal studies, foragers 
appear to guide patch-leaving decisions with estimates of patch quality based on experience in the 
environment. For example, a bird may learn to expect certain densities of prey at different times 
of the year and adjust patch-leaving to optimize time spent in a patch [22, pp. 102–103][36]. This 
depends on having experience in a stable environment and the capacity to learn expectations.  

Olsson and Brown [38] have argued that in environments in which all resource items have roughly the 
same value and foraging costs are roughly equal across all patches, a Fixed-N heuristic works well. If 
items vary greatly in value, then the cost-benefit ratio must be evaluated to choose an effecting 
stopping rule. Another weakness of the Fixed-N heuristic is that all patches must have roughly equal 
numbers of resource items or the forager cannot form an expectation for a given patch [27].  

3.3.3 Fixed-Time (Fixed-T) heuristic 

The Fixed-Time (Fixed-T) heuristic, also called the time-expectation hypothesis, has received 
more interest than the Fixed-N heuristic [22, pp. 103]. According to the Fixed-T rule, a forager 
expects to spend a certain amount of time in each patch and leaves a patch only when that amount 
of time has elapsed, regardless of the rate of success achieved. This rule ignores the forager’s 
experience in a patch (i.e., the sequence and timing of successes and failures in obtaining resource 
items) [27]. Moreover, the threshold time to remain in a patch does not depend on the type of 
resource item or its distribution across patches and the same threshold should be employed for all 
patches in the environment [27]. 
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3.3.4 Incremental heuristic 

The incremental rule is a somewhat more complex heuristic described by several researchers 
[27][39][40][41]. This heuristic makes patch-leaving decisions partially based on a simple 
process of counting down time, like the Fixed-T rule, but also makes use of information about 
successful item captures. As described by Hansjörg et al. [42], the heuristic works by setting up a 
variable for the time to be spent searching in a patch. Initially, T = Tmin, which is the minimum 
amount of time to be spent in a patch. In addition, T is incremented by some amount each time a 
resource item is obtained and exploited. The amount by which T is incremented is related to the 
gain received every time an item is found T = T + Gi. Otherwise, the counter ticks down and 
when it reaches zero, the forager abandons the patch. 

Waage [41] developed an incremental rule in a model proposed to explain patch-leaving in 
parasitic wasps. Waage’s model illustrates how the incremental rule can be successful even when 
the forager does not process any information related to gain rate. The model assumes that a wasp 
has a latent variable called motivation, which is the tendency to stay in a patch. The initial 
motivation when a patch is entered is a function of cues to the profitability of the patch (in the 
species of wasp studied by Waage, this cue was the concentration of kairomones produced by its 
prey). After entering the patch, this initial motivation decreases as a monotonic function of time 
but each encounter with a prey item raises the motivation by a certain amount. In Waage’s [41] 
original model, the value of the increment in motivation produced by a success depended on the 
time since the last capture, with the increment being smaller with longer times. 

Evidence for the use of the incremental heuristic by human foragers has been obtained by 
Louâpre, van Alphen, and Pierre [40]. They performed an experiment in which people made 
foraging judgments in a simulated three-dimensional environment containing a number of domes, 
each of which could contain resources in the form of “target orbs.” Participants moved from patch 
(dome) to patch, inspecting chests to collect target orbs. Orbs were distributed across domes 
according to a Poisson, binomial, or negative binomial function. The results indicated that people 
used an incremental decision rule to guide patch-leaving in all cases. People were not sensitive to 
the distribution of targets and, as will be discussed below, this means they used a sub-optimal rule 
in some cases. People were also somewhat sensitive to the number of empty patches encountered, 
suggesting their motivation rule included a smaller decremental component for failures. 

A complementary version of the incremental rule is the decremental rule. This rule functions in 
the same general way as the incremental version but, instead of incrementing the tendency to stay 
in a patch with each successful capture of a resource items, the tendency is decremented with 
each obtained item. As discussed below, the decremental rule is useful in an environment 
possessing a binomial distribution of resource items across patches. 

3.4 Optimal stopping rules for various resource distributions 

Although Green’s [28] procedure is computationally demanding and not a practical rule for an 
actual forager, it can predict optimal stopping rules under different environmental conditions. By 
modeling foraging under such different conditions, it is possible to assess how well the various 
heuristics described above perform as patch-leaving strategies.  
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which the resource items are distributed across patches according to a Poisson distribution. If the 
variability is relatively small, as in this case, the Fixed-T rule works best [27]. The mean number 
of items per patch can be treated as representative of all patches. The patch-leaving time will be 
the time at which the gain rate for a falls below that of the average patch. 

Environments in which there is a large amount of variability in the number of resource items in 
patches—in particular, when there is a long tail such that there is a small probability of a patch 
containing a very large number of items—are best described by a negative binomial distribution 
(shown in Figure 6c). In this case, the incremental rule is the best stopping rule. The decreasing 
motivation to stay acts like a fixed-time rule but each capture bumps up the motivation to stay. 
When resource items are distributed in this fashion, one may encounter a very rich patch—and 
thus finds numerous items—which will result in the motivation to stay being incremented 
frequently. This has the effect of keeping a forager in that rich patch to exploit it.  

If the number of resource items per patch has a binomial distribution, the decremental rule works 
best and a forager should exhibit a tendency to decrease the time spent in a patch with each item 
obtained. The binomial distribution is a discrete function that is useful to model events in which 
there are a known finite number of outcomes (e.g., flipping a coin). As such, it is not as generally 
useful for most natural environments as the Poisson distribution, which is also a discrete function 
but models events that occur in an unpredictable fashion [27].  
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4 Conclusion 

4.1 Information foraging by humans 

Although the issue of whether the behaviour of human information foragers is consistent with 
optimal foraging is by no means a settled issue (e.g., [44]), there does appear to be some evidence 
for this position (e.g., [6]). The rationale for IFT rests, in part, on the argument that cognitive and 
neural structures evolved to guide searches for food in physical environments have been adapted 
to guide searches in conceptual spaces (e.g., Pirolli and others [7][12][45]. Thus, people do seem 
to behave adaptively when performing information processing tasks. Payne, Duggan, and Neth 
[46], for example, found people were sensitive to the continuous rate of gain while performing a 
task and also tended to switch tasks when the rate of gain dropped below some threshold. They 
related their results to foraging heuristics described by Stephens and Kreb’s [47] for food 
foraging. In another study, Payne et al. [46] found that participants were sensitive to factors such 
as rate of return and seemed to switch between tasks at times consistent with a heuristic 
patch-leaving process. Studies have also shown that people’s search behaviors conform to 
predictions of the Charnov’s MVT in visual search and retrieval from memory tasks [6].  

4.2 Dealing with time deficit 

Although intelligence analysts routinely deal with vast amounts of information—and frequently 
express a desire to spend less time on collecting information (e.g., [13])—their real nemesis is 
time pressure. It is worthwhile distinguishing information overload, which occurs when there is 
more information available than is needed to meet the requirements of the problem at hand, from 
a deficit of time [48]. Under information overload, search can continue past a point at which it is 
a useful activity, that is, past the point at which continued search will yield useful information. It 
is possible, however, to conceive of a task, such as intelligence analysis, in which a vast amount 
of information is required but one has limited time. In such a task, one would not necessarily 
confront information overload, as the available information may coincide with what is needed, 
but rather not have enough time to gather all required information to perform the analysis 
properly. Then one faces the options of declaring the problem unsolvable under the conditions, 
accepting an incomplete solution or analysis, or recruiting additional cognitive resources (people) 
to perform parts of the problem. 

There are at least two broad approaches to mitigating the effects of time deficit. The first is to 
automate aspects of the information gathering process to liberate humans from some of the work 
and to allow systems that are capable of working faster than humans to rapidly perform their 
functions (e.g., [49]). The other approach is to focus on making human information search more 
efficient to achieve either a greater yield of information for time spent foraging or to allow for a 
set amount of information to be gathered in less time. 

This paper has focused on describing the rationale for optimal stopping rules in information 
foraging and on describing potential heuristic stopping rules that, within simple process models 
for information search, may be able to help analysts reduce the amount of time they spend on 
unproductive search activities. The reason to focus on stopping rules is that they are at the heart 
of an information forager’s strategy for dealing with limited time. The application of clear and 
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appropriate stopping rules to guide analysts’ decision making regarding how long to spend 
exploiting each available source could help analysts become more efficient information foragers. 
Further research, in particular to describe information environments with respect to the 
distributions of relevant information across patches (i.e., databases, information systems, 
newsfeeds), could potentially identify optimal, or near-optimal, heuristics for specific search 
environments. 

4.3 The case for heuristic-based decision making 

The different approaches to predicting optimal foraging behaviour can be placed along the classic 
dimension of rationality [50]. Charnov’s [18] MVT is a classical unbounded rational model 
intended to describe normative behaviour. It requires essentially omniscience on the part of the 
forager and is thus not a process model of foraging [51]. An iterative computational procedure 
like Green’s procedure (see also [52]) represents a bounded rationality approach, which takes into 
consideration the computational tractability and cost, but may still not be usable given human 
cognitive limits. Simple heuristics represent an ecological rationality approach in which the 
tractability and cost of the decision process are critical factors and so offer solutions that function 
within the context of specific environmental conditions [53][54].  

The fact that heuristics are generally satisficing procedures designed to work under conditions in 
which an organism has limited information does not mean that they cannot generate very good or, 
sometimes, optimal performance. Research has shown heuristics to produce near-optimal 
performance for humans in a range of decision tasks [55]. The reason a heuristic can be 
successful is that it takes advantage of the non-random structure of the environment [51]. Certain 
environmental cues are often highly correlated with a decision outcome and any heuristic that 
relies on those cues will tend to perform as well as much more computationally intense decision 
processes. The advantages of heuristics are that they are tractable (require little information and 
little cognitive computation) and robust (work well in diverse environmental conditions and 
across a wide range of tasks). 

Substantial evidence points to the ubiquity of heuristic decision making in animals and humans 
(e.g., [55]). For example, people seem to naturally use some form of stopping rule as part of their 
information foraging activities. Browne, Pitt, and Wetherbe [56] have documented people using 
various satisficing rules, in which users ended searches of webpage when a criterion amount of 
information had been acquired. This rule, unlike those discussed in this paper, considers only the 
amount of information acquired in relation to the information goal and is, thus, not optimizing in 
the sense that no attempt is made to maximize information gain to time expenditure is made. 
Intelligence analysts, who work under greater pressure and more severe time demands, need 
better stopping rules for their information searches. 

4.4 Supporting information foraging 

Simple heuristics may help analysts use their limited time more effectively, especially if those 
heuristics can be matched to the information environment in which the analyst is working. 
Another approach to supporting the analyst is to provide them with accurate data on the 
information environment and on their own foraging behaviour. For example, automated goal 
analysis systems have been developed to infer users’ goals based on their web-searching 
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behaviour [7, pp. 175–177]. The purpose of inferring a user’s information goal is to help the 
system to tailor the information environment to reduce the cost of information foraging. The 
results of goal analysis can be used to filter results of a search engine, for example, and thereby 
increase the average value of results, or to sort results to create value-concentrated patches with 
clear indications of the potential value of items within each patch. 

Adaptive decision aids could also help analysts to adopt effective stopping rules by providing 
clear, real-time information regarding the gains and costs of foraging. Analysts generally do not 
have access to independent ratings of information value or tracking of variables such as time 
spent on individual information sources. This kind of information is needed estimate the rates of 
gain obtained through foraging, both for specific information sources and across the information 
environment. A support tool that tracks and presents foraging data could help the user maintain a 
more accurate sense of the gain obtained within patches and across the entire environment and, 
hence, make better foraging decisions. 

4.5 Future work 

Further research is needed to translate IFT concepts into practical support for intelligence 
analysts. Some core concepts, such as gain and cost, are still only fuzzily-defined with respect to 
information foraging because of the variability of the nature of information across communication 
media and working environments. A significant advance in applying IFT to information search 
for intelligence analysts would be to develop automated systems to assess variables such as 
information value (e.g., [57]). Simply providing measures of information value to analysts could 
aid them in allocating attention more efficiently. 

A key topic for future research will be the question of how foragers can determine a good strategy 
for foraging in any given environment. It is not clear how—or even whether—people do this now. 
People may rely on more-or-less hard-wired processes that originally evolved in the context of 
food foraging but it may be that people are able to learn to adapt their foraging behaviours in 
response to experience [11]. If people can adapt how they forage, there are two approaches to 
helping them choose effective patch-leaving strategies. 

The first approach is to identify appropriate heuristic stopping rules for a given information 
search task. To aid intelligence analysts, this requires that they be able to characterize how 
information value is distributed across patches. Green [27] has shown that various simple 
heuristics can provide optimal stopping rules in environments in which relevant information items 
are distributed across patches according to common distribution types, such as the Poisson or 
negative binomial distribution. Unfortunately, it was not possible to find any studies in any 
domain that explored how information value tends to be distributed in the information 
environment. Thus, it remains unknown how well any common distribution type might describe 
the information environments in which intelligence analysts operate and, as a result, it is not 
possible to say whether a given heuristic would serve as a good stopping rule for search. 
Empirical analyses, however, could readily examine the structure of such information 
environments. By exploring the way information value is distributed within information 
environments, it would be possible to identify where simple heuristic stopping rules could be 
applied and built into standard procedures for guiding information search. 
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The second approach is to determine general, but tractable, ways to calculate optimal stopping 
times for patches (e.g., [26]). Wawerla and Vaughn [58][59], for example, describe two methods. 
The first involves reinforcement learning, which makes use of a Markov learning process to 
incrementally move the forager toward the optimal patch-leaving solution based on feedback 
from individual foraging decisions [58]. The second involves the forager maintaining a 
continuous, or “online,” representation of the experienced gain rate and average patch-switching 
time in the foraging environment [59]. These data are used to estimate the environmental 
average gain rate so that the forager can switch to a new patch when the current rate falls 
below the estimated average rate (see also [60]). Simulation studies have indicated that 
reinforcement-learning approach approximates optimal performance as predicted by Charnov’s 
MVT, but the learning rule approach fell substantially short of this mark [26]. This may have 
reflected a bias in that approach toward maintaining relatively high levels of performance in the 
short-term. If long-term performance is prioritized, maintaining a running record of experienced 
gain rate and average patch-switching time may be a workable approach. 

Considerable work needs to be done to implement any kind of decision support for intelligence 
analysts. In addition to research to find the most appropriate algorithms to solve problems such as 
patch-leaving, fundamental questions concerning the measurement of information value remain 
persistent obstacles. Advances in automated information systems, however, could help analysts 
become more efficient information foragers and mitigate, to some extent, the problem of time 
deficit. 
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