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Abstract ……..

Today’s software maintenance is performed in highly distributed environments involving a
multitude of supporting tools and resources, integrated in  complex and only partially 
defined workflows and processes. Programmers now use numerous tools while working on a 
maintenance task in order to understand and modify the artifacts it involves. Another growing
challenge they face is the need to identify the knowledge resources that are relevant to the 
given context. This technical report describes a semantic Web-based environment, which
provides traceability links among different types of software artifacts to support 
maintainers with context-aware and semantic-rich information. The environment models
various software engineering artifacts in a common and uniform ontological 
representation that combines context-awareness with collaborative knowledge sharing. 
This integration of knowledge through Semantic Web technologies eliminates existing 
traditional information and analysis silos, as well as allowing one to infer additional knowledge 
implicitly from the explicitly represented one. Using this environment, various 
applications illustrate how programmers can be assisted with contextual guidance during 
typical maintenance tasks.

Résumé ….....

De nos jours, la maintenance logicielle s’effectue dans des environnements fortement distribués 
impliquant une multitude d'outils et de ressources de soutien. Ceux-ci sont intégrés dans des flux 
de travail et des processus complexes définis seulement de façon partielle. Les programmeurs 
utilisent maintenant de nombreux outils lorsqu’ils travaillent sur une tâche de maintenance afin de 
comprendre et de modifier les artefacts qu’elle implique. Un autre défi croissant auquel ils font 
face est la nécessité d’identifier les sources de connaissances pertinentes pour un contexte donné.
Le présent rapport technique décrit un environnement fondé sur le Web sémantique qui fournit 
des liens de traçabilité entre différents types d’artefacts logiciels afin de donner aux 
programmeurs de maintenance de l’information contextuelle et sémantiquement riche. Celui-ci 
modélise plusieurs artefacts de génie logiciel dans une représentation ontologique commune et 
uniforme qui allie la contextualisation au partage collaboratif des connaissances. Cette intégration 
des connaissances par l’entremise des technologies du Web sémantique élimine les silos 
d’information et d’analyse traditionnels existants et permet de déduire implicitement des 
connaissances supplémentaires à partir des connaissances représentées explicitement. Utilisant cet 
environnement, diverses applications illustrent comment les programmeurs peuvent être assistés 
par des indications contextuelles lors de tâches de maintenance logicielle typiques.  
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Executive summary 

Knowledge integration and exploration for software 
maintenance: A Semantic Web approach

Philippe Charland; DRDC Valcartier TR 2012-387; Defence R&D Canada –
Valcartier; February 2014.

Introduction: There exist several software maintenance process models that are well 
documented. However, although software maintenance involves various resources and tools 
support, the existing process models do not specify how any available supporting resources 
should be integrated into the process in a given context. Current research in software maintenance 
focuses more on providing conceptual guidance, such as in the documented standards, or on 
providing tool support to tackle some specific aspects of software maintenance. As a result, 
maintainers are often left with no guidance on how to establish traceability between the activities 
of the maintenance process and the relevant resources needed to complete them in a given 
context. This disconnection creates a continuous challenge for maintainers.

Results: As part of the applied research project (ARP) Software Exploration (13qg), a prototype 
was developed to address the previously mentioned problems. This prototype supports 
maintainers by providing them with context-aware and semantic rich information to actively 
guide them, while they perform software maintenance tasks. This work was done in collaboration 
with a research team from the Ambient Software Evolution Group in the Computer Science and 
Software Engineering Department at Concordia University, Montreal, and led by Dr. Juergen 
Rilling.

Significance: The work carried out as part of this research project is important for any 
organization maintaining software systems. Therefore, the intended audience for this report are 
software developers who have to understand and maintain existing source code, as well as 
managers and decision makers of organizations acquiring software systems that will have to be 
maintained. The prototype developed as part of this project addresses the limitations of existing 
software maintenance process models. These process models fail to take into consideration the 
context in which software maintenance tasks are executed. The ontology-based prototype 
presented in this report models different knowledge resources that are typically ignored by 
existing software maintenance processes. Using reasoning services across these different 
knowledge resources, it queries them to provide users with guidance that is context sensitive to 
their particular maintenance task. 

Software maintenance is critical for the Canadian Forces (CF), as their dependence on 
information and communication systems continues to increase. Therefore, these systems must be 
properly maintained to evolve in a controlled manner. Furthermore, the developed prototype 
supports the integration of knowledge resources typically found in software systems by providing 
a unified ontological representation. This representation can thus be used to support the analysis 
and assessment of different types of quality attributes related to the evolvability of open source 
and third-party components. As a result, this information could assist the CF when deciding to 
integrate or not an externally developed component into one of their software systems. 
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Future plans: Future work will consist of porting the prototype from the analysis of Java source 
code to assembly code, in order to support the software reverse engineering process for national 
security purposes.
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maintenance : A Semantic Web approach

Philippe Charland ; DRDC Valcartier TR 2012-387 ; R & D pour la défense 
Canada – Valcartier ; février 2014.

Introduction : Il existe plusieurs modèles de processus pour la maintenance logicielle qui sont 
bien documentés dans la littérature. Cependant, bien que la maintenance logicielle implique 
différentes ressources ainsi que le support de divers outils, les modèles de processus existants ne 
spécifient pas comment les ressources nécessaires et disponibles devraient être intégrées à 
l’intérieur du processus dans un contexte donné. Les recherches actuelles portant sur la 
maintenance logicielle se concentrent surtout à fournir un guidage conceptuel, tel que défini dans 
les standards documentés, ou des outils de support afin d’aborder certains aspects spécifiques de 
la maintenance logicielle. Par conséquent, les programmeurs de maintenance sont souvent laissés 
sans aucune directive pour établir la traçabilité entre les activités du processus de maintenance et 
les ressources pertinentes et requises pour compléter ces activités dans un contexte donné. Cette 
coupure crée un défi constant pour les programmeurs de maintenance. 

Résultats : Dans le cadre du projet de recherche appliquée (PRA) Exploration du logiciel (13qg), 
un prototype a été développé pour aborder les problèmes mentionnés précédemment. Ce 
prototype offre du support aux programmeurs de maintenance en leur fournissant de l’information 
contextuelle et sémantiquement riche afin de les guider de façon active lorsqu’ils effectuent des 
tâches de maintenance. Ce travail a été réalisé en collaboration avec une équipe de recherche du 
groupe “Ambient Software Evolution Group” du Département d’informatique et de génie logiciel 
à l'Université Concordia, Montréal et dirigée par le Dr. Juergen Rilling.

Importance : Le travail qui a été accompli dans le cadre du présent projet de recherche est 
important pour toutes les organisations faisant la maintenance de systèmes logiciels. Pour cette 
raison, l’audience cible de ce rapport sont les développeurs de logiciels qui ont à comprendre et à 
maintenir du code source existant, ainsi que les gestionnaires et décideurs d’organisations 
acquérant des systèmes logiciels qui devront être maintenus. Le prototype qui a été développé 
dans le cadre de ce projet aborde les limites des modèles de processus de maintenance existants. 
Ces modèles de processus ne prennent pas en considération le contexte dans lequel les tâches de 
maintenance logicielle sont exécutées. Le prototype présenté dans ce rapport repose sur une 
ontologie. Il modélise différentes sources de connaissances qui sont généralement ignorées par les 
processus de maintenance logicielle actuels. En utilisant des services de raisonnement à travers 
ces diverses sources de connaissances, il les interroge afin de fournir aux utilisateurs des 
directives qui tiennent compte du contexte de leur tâche de maintenance particulière.

La maintenance logicielle est critique pour les Forces canadiennes (FC), étant donné que leur 
dépendance à l’égard des systèmes d’information et de communication ne cesse d’augmenter. 
Pour cette raison, ces systèmes doivent être maintenus correctement afin que leur évolution 
demeure sous contrôle. Par ailleurs, le prototype développé permet l’intégration de sources de 
connaissances que l’on retrouve généralement pour des systèmes logiciels en fournissant une 
représentation ontologique unifiée. Cette représentation peut donc être utilisée afin de permettre 
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l'analyse et l'évaluation de différents types d'attributs de qualité liés à l'évoluabilité de composants 
tiers et à code source ouvert. En conséquence, cette information pourrait aider les FC au moment 
de décider d'intégrer ou non un composant développé à l’externe dans un de leurs de systèmes 
logiciels. 

Perspectives : Les travaux futurs consisteront à porter le prototype de l’analyse de code source 
Java à du code assembleur, ceci afin de fournir du soutien au processus de rétro-ingénierie 
logicielle pour des besoins de sécurité nationale. 
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1 Introduction

Program comprehension is one of the important factors to consider in order to maintain 
effectively software systems so that they can evolve in a successful manner [1]. The difficulties 
associated with program comprehension and therefore, software maintenance, are influenced by 
the program under study, the characteristics of the programmer, as well as the comprehension 
task to achieve [1, 2]. The combination of these factors results in an ill-defined multidimensional 
problem space that creates an ongoing challenge for the research community and organizations. 

There exist several software maintenance process models that are well documented in the 
literature, such as the quick-fix, iterative enhancement, and full-reuse model [3], the staged model 
[3], and the IEEE Std 14764-2006 – Software Engineering – Software Life Cycle Processes –
Maintenance [4]. Although program comprehension and software maintenance involve various 
resources and tools support, the existing process models do not specify how any available 
supporting resources (e.g., tools, methods, and techniques) should be integrated within the 
process in a given maintenance context. Current research in software maintenance focuses more 
on providing conceptual guidance, such as in the documented standards, or on providing tool 
support to tackle some specific aspects of software maintenance. For example, in [4], an iterative 
process for managing and executing software maintenance activities is described. However, 
limited or no details are provided on how to implement or perform its activities and tasks. As a 
result, maintainers are often left with no guidance on how to establish traceability between the 
activities of the maintenance process and the relevant resources (e.g., source code, 
documentation, tools, techniques, and domain knowledge) needed to complete them in a given 
context. This disconnection creates a continuous challenge for maintainers. 

This challenge is further exacerbated by the fact that nowadays, software maintenance is 
performed in highly distributed environments involving a multitude of supporting tools and 
resources, integrated in complex and only partially defined workflows and processes. 
Programmers now use numerous tools while working on a maintenance task in order to 
understand and modify the artifacts it involves [5, 6]. These include classical software 
development tools (e.g., integrated development environment (IDE)) and knowledge-based
repositories (e.g., bug tracking system). These tools integrate static documents (e.g., library 
documentation and process description) as well as dynamic artifacts (e.g., blogs and wikis). At 
the same time, previously existing historical boundaries between software engineering artifacts 
become less well defined. For example, the software life cycle artifacts contained in version 
control and bug tracking systems, as well as the source code and its documentation, are now all 
linked, while they used to be stored in separate repositories.

Another growing challenge software maintainers face is the need to identify the knowledge 
resources which are relevant to a given context. Most of the research efforts so far have focused 
on two main areas: (1) conceptualize knowledge to establish a common vocabulary and 
standardize the terminologies used to describe knowledge resources (e.g., documentation 
standards); and (2) apply individual knowledge resources to support specific aspects of the 
software life cycle (e.g., coding, testing). However, most existing approaches have not yet 
addressed the need to integrate various resources to make them work collaboratively. As a result, 
processes and existing knowledge resources remain disconnected from each other. Given the
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complexity of the software engineering domain, successful knowledge delivery and exploration 
remains a key research challenge. 

As part of the Software Exploration project, an ambient semantic software engineering 
environment (i.e., the SE-Advisor) was developed. It supports maintainers with context-aware 
and semantic rich information to provide them with active guidance during software maintenance 
tasks. In the present context, ambient software engineering is defined as the process of integrating 
numerous information resources to semi-automatically build a knowledge base (KB) surrounding
a (physical or virtual) group of developers. Semantics build the basis for the interpretation and 
integration of knowledge artifacts and processes. It is argued that ontologies are a promising 
means to create conceptual and semantic models. They can be used to promote common 
understanding and have been shown to be an important basis for information representation and 
communication [7, 8]. The developed prototype supports traceability among different types of 
software artifacts to provide additional process and user guidance. Traceability is gaining 
importance, due to the distributed nature of today’s software maintenance.  

The remainder of this technical report is organized as follows: Chapter 2 provides background 
information about the research project. Chapter 3 describes the proposed approach and its 
implementation. Applications of the research work are then presented: Bug report quality 
(Chapter 4), software documentation (Chapter 5), software security (Chapter 6), as well as global 
source code search and clone detection (Chapter 7). Related work is discussed in Chapter 8,
followed by conclusions and future work in Chapter 9.  
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2 Background

This chapter introduces the foundations on which the proposed approach is based, namely 
ambient software engineering, collaborative software engineering, ontologies, and reasoning.

2.1 Ambient software engineering

Ambient software engineering is the vision that context sensors, collaborative tools, and 
knowledge repositories jointly work together to improve the efficiency of software maintainers
and the quality of their work. One of the major challenges for any software engineering 
environment is the need to integrate different knowledge resources and artifacts within a 
consistent and homogeneous representation. Such a representation is the basic requirement for 
enabling the linkage between software maintainers, relevant resources, and processes to be 
followed. Therefore, an ambient software environment does not only have to support a common 
representation of the underlying knowledge and process resources. It also has to make the 
semantic information accessible through the software maintainer’s desktop. Knowledge obtained 
by querying and reasoning should ideally become an integrated part of development tools (e.g., 
Eclipse [9]). The main idea behind this Ambient Intelligence (AmI) is a sensitive, adaptive, and 
reactive system that can support users in their work. In order to do so, it has to be informed about 
users’ needs and situational context, by applying techniques from the intelligent and self-learning 
systems domain.

Figure 1: Involved entities in ambient software engineering

Figure 1 shows some of the entities involved in ambient software engineering. The term Tools
denotes information collected on the available tools and plug-ins that support the software 
maintainer. This information allows tailoring advice to them. The term Artifacts represents the 
information encoded and produced by the tools and ranges from source code to bug tracker issues 
and historical information extracted from a revision control system. Process refers to a process 
model (e.g., [4]), which provides a set of tasks and task-steps to follow. Resources are a model of 
the physical surroundings of a software engineer and range from the computer hardware to the 
physical separation of users through different locations. Finally, the Social component specifies 
the users of a system and their relation to each other (e.g., organizational hierarchy).
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Software maintainers constantly have to deal with information overload, as they simultaneously 
work with many different systems (e.g., debugger, compiler, revision control system). Therefore, 
an ambient software engineering environment should also be able to reduce this information 
overload by displaying only the information relevant to a specific and currently active context.  

Most of the existing work on ambient software engineering [10, 11] has focused on defining what 
constitutes an ambient environment and formalizing the services it should provide. The 
development of environments that hide external resources (e.g., sensors) from end users by 
allowing them to be immersed without having direct exposure to the sensor data was presented in 
[12]. With regard to tool support, the Eclipse Mylyn project [13] integrates users, tasks, and 
artifacts at an abstract level. The artifacts considered are bug tracking and version control 
systems, which are connected by providing a common editing user interface within Eclipse. The 
main feature of Mylyn is the reduction of information overload through a technique called task 
focusing, where classes and other project elements irrelevant to the currently active task are 
hidden from the user. The notion of task in the Mylyn project is closely linked to a task or bug 
description within a bug tracking system. It differs from a task in a software process model. Also, 
Mylyn does not consider awareness types other than the currently active task. 

AmI is related to several other research areas, such as ubiquitous and pervasive computing, 
intelligent systems, and context awareness [14]. Research in AmI tries to build environments 
similar to those of intelligent software agents, knowledge-based software engineering, and 
knowledge discovery [15]. Traditional AmI applications can be found in mobile computing [16]
and in the design of embedded systems.  

2.2 Collaborative software engineering

One cornerstone of ambient environments is collaboration, as software engineering is a 
collaborative process which involves various stakeholders (e.g., system architects, designers, 
developers, project managers). Nevertheless, collaborative environments are still a relatively new 
concept within the software engineering domain. This is related to the fact that software projects 
traditionally used to have developers located within the same physical premises. In today’s world,
this is often no longer the case. Open source projects, for example, consist of software developers
scattered across the world, in different time zones, and typically without any common physical 
workspace. In this light, tool support for enabling collaborative software engineering (CSE)
becomes a key element to address these new software engineering challenges.  

One aspect of CSE is the management of knowledge between the stakeholders of a project [17]. 
As discussed in [18], it is essential to record what people know so that in the future, this 
knowledge is available to any (new) project participants. As illustrated in Figure 2, CSE includes 
research from distributed systems, software visualization, context awareness, and software 
artifacts (e.g., bug tracking and version control systems). In recent years, there has been a rapid 
increase in research related to CSE. Among the factors benefiting CSE are: (1) open source IDEs 
with their plug-in oriented architecture allowing their extensibility and customization; (2) the 
Semantic Web and Web services to increase collaboration and communication; (3) the increase of
eWork due to improved telecommunications technology and at the same time, a decrease of their 
associated costs; and (4) the growth of the Internet and its position as a communication platform 
within the Web 2.0 community.  
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Figure 2: Collaborative software engineering related domains

In software engineering, communication has always been split between virtual and face-to-face 
communication. One of the key challenges of using virtual communication is that it lacks some of 
the expressiveness of face-to-face communication (e.g., gestures and facial expressions). 
Collaboration tools thus become increasingly important to compensate for this lack of 
communication expressiveness found in modern development environments. The benefits of 
collaborative tools over face-to-face communication lie in their ability to provide: (1) persistent 
storage of the communicated data; (2) search capabilities on the persisted data; and (3) computer-
aided information sharing and guidance throughout the communication. CSE has been addressed 
through the introduction of wikis in the software engineering process [19]. Semantic wiki 
extensions like Semantic MediaWiki [20] add formal structuring and querying extensions based
on ontologies to wikis. 

Among the CSE design tools, there exists a variety of applications to support visual collaborative 
modeling. For example, Poseidon [21] allows for collaborative Unified Modeling Language 
(UML) modeling using chat and whiteboard functionalities. In terms of requirements modeling 
tools, Ravenflow [22] supports collaboration through a check-in/check-out mechanism. From a
development tool perspective, platforms that integrate different software engineering resources 
are gaining momentum. Moomba [23], for example, offers a fully featured IDE for shared 
collaborative editing, including code completion, syntax highlighting, and collaborative 
debugging support. The Eclipse IDE itself offers real-time code sharing through a set of plug-ins 
distributed under the Eclipse Communication Framework (ECF) [24]. The ECF also provides the 
ability to integrate instant messaging tools within Eclipse. JBuilder [25] supports collaborative 
editing, refactoring, and debugging. It also provides its own integrated instant messaging 
infrastructure. The Jazz project [26] is a platform for collaborative software development. Jazz is 
based on Eclipse and allows whiteboard sharing, chat, and RSS-feed based communication 
between developers.

2.3 Ontologies and reasoning

As previously discussed, a complex domain such as software engineering requires knowledge to 
be shared and integrated from different sources and at different abstraction levels [6]. One way to 
model this knowledge in a common and semantic rich representation is through ontologies. 
Although the concept of ontology has been around for a long time in philosophy, it is only in 
recent years that it has become known in the computer world. An ontology is an explicit formal 
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specifications of the terms in a domain and the relations among them [7]. It defines a common 
vocabulary for researchers who need to share information in a domain, as well as includes 
machine-interpretable definitions of basic concepts in the domain and the relations among them 
[27].  

A large number of definitions can be found in the literature of an ontology, some of them 
contradicting each other. For this report, the following definition is adopted [27]: An ontology is a 
formal explicit description of concepts (classes or TBox) in a domain of discourse, properties
(slots or roles) of each concept describing various features and attributes of the concept, and 
restrictions (facets) on slots. An ontology, together with a set of individual instances (ABox) of 
classes, form a KB [27]. Classes are the focus of most ontologies, as they describe concepts of the 
domain.  

Ontology development differs from object-oriented programming. In the latter, the design 
decisions are based on the operational properties of classes, as the focus is first placed on their 
methods. For ontologies, the design decisions centre on the structural properties of classes. 
Therefore, for a same domain, the structure of classes and relationships between them in an 
ontology will differ from the corresponding object-oriented program [27]. In addition, ontologies 
make explicit the domain assumptions underlying an implementation. As a result, it is possible to 
modify them if the knowledge about the domain changes [27]. In comparison, in the 
programming world, assumptions are not only hard to find and understand, but also hard to 
change, since they are hard-coded [27].  

Ontologies also differ from relational databases. The first difference is that an ontology represents 
a data model, not a data repository. Another one concerns querying. While queries run against 
databases retrieve the data previously stored, queries performed against ontologies can infer, 
using reasoning services, about the asserted facts and return new ones implied by the facts already 
known [28]. As ontologies define terms with which to represent knowledge and not relations of a 
data repository, they can overcome the portability, flexibility, and information sharing problems 
associated with databases [29]. Also, compared to relational approaches which assume complete 
knowledge (i.e., closed world assumption), ontologies support the modeling of incomplete 
knowledge (i.e., open world assumption) and extensibility of the ontological model [7, 30].
According to the closed world assumption, all information that is not true in the database is 
considered false, while the open world assumption claims that there can be true facts that are not 
contained in the KB. As an example, consider the following statement: “Gérard is a citizen of 
France”. If the question “Is Gérard is a citizen of Russia?” was asked against this model, a system 
based on a closed world assumption would return “no”, while a system based on an open world 
assumption would return “I cannot tell”.  

Ontologies are crucial for the Semantic Web [31], which aims for machine-understandable Web 
resources, whose information can then be shared and processed by agents (i.e., automated tools 
such as search engines or human users) [32]. This information sharing requires annotating Web 
pages with information about their content which can be understood by the agents searching the 
Web. These annotations will be given in some standardized and expressive language and make 
use of certain terms. In order to make sure that different agents have a common understanding of 
these terms and establish a joint terminology between them, ontologies describing the terms are 
needed [32].  
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The Web Ontology Language (OWL) [33] is part of the growing stack of the World Wide Web 
Consortium (W3C) recommendations related to the Semantic Web. It adds vocabulary for 
describing properties and classes such as relations between classes (e.g., disjointness), cardinality 
(e.g., “exactly one”), equality, richer typing of properties, characteristics of properties (e.g., 
symmetry), and enumerated classes [33]. It provides three increasingly expressive sublanguages: 
OWL Lite, OWL DL, and OWL Full. Although OWL DL, the sublanguage used in the proposed 
approach, includes all the OWL language constructs, they can only be used under certain 
restrictions. OWL DL is named due to its correspondence with description logics (DL) [30], a 
field of research that has studied the logics that form the formal foundation of OWL [33].

DL [34, 35] is a family of knowledge representation languages which can be used to represent the 
knowledge of an application domain in a structured and formally well-understood way [32]. The 
name comes from the fact that important notions of the domain are expressed by concept 
descriptions (i.e., expressions that are built from atomic concepts and roles, which are 
respectively unary and binary predicates) using the concept and role constructors of a particular 
DL. Also, unlike their predecessors, DL provides formal, logic-based semantics [32]. 

Besides its description formalism, DL generally provides terminological and assertional 
formalism, which can be respectively used to introduce abbreviations for complex descriptions 
and state properties of individuals [32]. DL systems also offer different inference capabilities to 
deduce implicit knowledge from the explicitly represented one [32]. One such inference 
capability is the transitive closure computation. For example, Figure 3 shows the dependencies 
between the different bugs contained in a bug tracking system. These dependencies are displayed 
as black solid arrows. For example, Bug 1 depends on Bug 2, which in turn depends on Bug n.
The inference capabilities provided by a DL system can reason that Bug 1 also depends on Bug n,
even though this dependency is not explicitly stored in the corresponding bug tracking system. 
This inferred dependency, as well as the others, are displayed as red dashed arrows. Furthermore, 
it can be inferred that before Bug 1 can be fixed, one has to first fix Bug n and then Bug 2, as the 
resolution of Bug 2 cannot proceed if Bug n is not fixed first.

Bug 1 Bug 2 Bug n...Bug 2

depends ondepends on
depends on

blocks blocks
blocks

Present
Inferred

Figure 3: Transitive closure computation

Other inference capabilities supported by DL systems include the subsumption, instance, and 
consistency algorithms. The subsumption algorithm determines subconcept-superconcept 
relationships. The instance algorithm, as indicated by its name, determines instance relationships, 
while the consistency algorithm determines if a knowledge base is non-contradictory. 
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The three OWL sublanguages are designed for use by specific communities of implementers and 
users [33]. OWL DL was selected because the more expressive constructs it provides were 
required and its reasoning support is more predictable compared to OWL Full, as a complete 
implementation of the latter does not yet exist. 

For additional details on OWL ontologies, DL, and reasoning, please refer to [30, 33, 36].
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3 SE-Advisor

In this chapter, the architecture and implementation of the ambient software engineering 
environment SE-Advisor are described. The SE-Advisor supports the integration of various 
sensors (i.e., resources) and provides context-aware guidance for software maintainers. 

3.1 Architecture overview

The SE-Advisor environment is based on a software maintenance ontology. The ontology is 
responsible for modeling the knowledge related to the software maintenance domain in a formal, 
uniform, and semantic rich representation and allows the use of ontological reasoning services. 
The ontology design is derived from several existing software engineering ontologies such as [8]
and [37]. The SE-Advisor environment model assumes that the ontology itself is not the primary 
data source. It rather gets incrementally populated from existing data sources through the use of 
programming logics. It is therefore fundamentally different from other ontology-driven 
applications where the user is responsible for manually adding concepts and their instances using 
an ontology editor. 

The knowledge contained in the ontology is built from software engineering artifacts provided by 
external systems and from domain specific inputs supplied by software maintainers. The 
knowledge is shared in the form of recommendations that one actor provides and another 
consumes. The consumption implicitly occurs based on the current user context and is delivered 
to software maintainers in the form of textual and visual help. Unlike traditional IDEs and help 
systems that do not take the current context into consideration, the SE-Advisor is aware of the 
user’s status and status of others working on the same project. It can thus act as a mediator 
between users and projects. Contrary to traditional methods that are built on advice, such as XP's
Pair Programming, the gained knowledge is stored inside the SE-Advisor and automatically made 
available to any new user. While the internal communication structures make the SE-Advisor a 
facilitator for collaborative tasks, its true power lies within its capabilities to store project and 
domain specific advices.

The ontological model assumes that the population process, which is time or event-triggered, is
decoupled from its usage by the application. The data is incrementally added to the ontology. A 
reasoner is used to materialize any inferences before the ontology can be queried by the 
application. No information is directly written back to the ontology in order to discourage a direct 
mapping between the object-oriented design of the application and the ontology design. Instead, 
any data updates are written back to the original source and find their way into the ontology 
through the population mechanism. This requires that the mapping task is able to identify what 
parts of the data elements have changed since the last time they were populated. 

Separating the ontology design and population from the application, as well as creating an 
interface to access the information contained in the ontology, allows to achieve a clear separation 
of concerns. As a result, the ontology designer can act independently from the application 
developer who will only have to depend on the query interface and will not have to be concerned 
with Semantic Web technologies. This application model can be summarized as follows: (1) An 
event triggers data retrieval. (2) This data is transformed into axioms through a mapping. (3) 
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These axioms are added to the ontology representation, whether it is in persistent or in-memory 
storage. (4) An event triggers the reasoner to load in memory the information and make 
inferences. (5) The information is materialized back into the ontology representation. 

Figure 4: SE-Advisor general approach 

This application model where the ontology is constantly modified and incrementally extended is 
illustrated in Figure 4. The data mapping is responsible for populating the ontology by adding 
individuals and relations (ABox). The mapping is not limited to direct N-N relations between data 
elements and ontology concepts and individuals. One or more ontology concept or individual can 
be defined for every object or group of objects in an application.  
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Figure 5: SE-Advisor architecture overview

Taking into consideration the distributed work environment in which most software systems are 
maintained, a client-server architecture was selected for the SE-Advisor application model. In this 
architecture, displayed in Figure 5, clients communicate over a network with the application 
server. Communication between the clients and server is realized using a REpresentational State
Transfer (REST) web service. REST is a software architecture for stateless client-server 
communication and is used as a simple and intuitive method to realize well-defined CRUD
(Create, Read, Update, Delete) operations through the standard Hypertext Transfer Protocol 
(HTTP). The exchange format used is based on the eXtensible Markup Language (XML), which
is human-readable, and therefore allows to easily analyze the communication. To serialize objects 
to XML, the Apache CXF [38] Web services framework is used. The server application is 
deployed on a Tomcat [39] server and secured through the use of Hypertext Transfer Protocol 
Secure (HTTPS). The client side provides to the server the user’s current working context. This 
allows the user to create knowledge extensions and execute queries which are context sensitive. 

There is an ongoing effort in open source development environments to provide extensible plug-
in architectures which integrate tools and artifacts. In this context, IDEs take their true meaning. 
For this reason, the SE-Advisor client was implemented as a set of Eclipse plug-ins. This 
approach was selected to improve the productivity of software maintainers and avoid them the 
overhead of learning a new tool. Eclipse was also selected to take advantage of its popularity and 
widespread use, as it is the most popular Java IDE used in the research community and industry. 
It is estimated that 68% of Java developers use Eclipse as their primary IDE [40]. Figure 6
illustrates the position of the SE-Advisor with respect to the overall Eclipse Project. The 
prototype builds on the Eclipse platform and the Standard Widget Toolkit (SWT), as well as 
interacts with the Java Development Tools (JDT) to examine the current user context and extend 
the Java editor’s functionalities. 
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Figure 6: SE-Advisor prototype within the Eclipse Project

The responsibility of the server is to send queries to the semantic repository. As shown in Figure 
7, the server monitors the contextual information generated by the client and associates the 
current contextual states with advices. This is done by matching context patterns with queries. A 
context-aware advice is then returned to the client. This process is repeated for every change in 
the user contextual state. The granularity of what constitutes a context change can be modified. 
The server is also responsible for monitoring and interacting with external systems and processing 
the collected information to populate the software maintenance ontology.  

Persistent storage for the software maintenance ontology is provided by a relational database. In 
order to build and modify the ontology, the Jena [41] application programming interface (API) is 
used. Jena is a framework to build Semantic Web applications which provides a rich API to 
perform several operations on ontologies. Database persistence is realized through Sesame [42], 
an open source framework for querying and analyzing resource description framework (RDF)
data. Reasoning services are plugged into the RDF data store using the reasoner interfaces 
provided by Sesame. Currently, several reasoners are supported, such as Pellet [43] and 
AllegroGraph [44].  

As the implementation decouples the RDF triple store from the ontology design, this allows for a 
transparent integration and usage of different RDF stores. With this approach, part of the 
information can be stored, for example, in a Sesame repository, while the other parts can be 
stored using AllegroGraph. This way, the storage and queries can be better optimized to their 
specific needs, which in turn significantly improves the design extensibility and flexibility. 
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Figure 7: SE-Advisor – Interaction diagram
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3.2 External components

The SE-Advisor relies on a number of open source components listed in Table 1 to provide the 
functionalities of its infrastructure. Their licenses have been carefully evaluated to allow for an 
unconstrained deployment and distribution of the prototype. The only exception to this rule is 
SVNKit, which uses the GPL license, but it will soon be replaced by Mylyn.  

Table 1: SE-Advisor external components

Name Description License

Sesame RDF repository infrastructure BSD

Jena RDF/OWL API and SPARQL Protocol and 
RDF Query Language (SPARQL) query 
engine 

Apache 

Apache Commons Reusable Java components Apache 

Quartz Job scheduling service Apache 

Xerces XML parser Apache 

SwiftOWLIM Inference layer and rule engine LGPL

Mylyn Bugzilla and Subversion connectors Eclipse

SVNKit Library for Subversion GPL

Apache CXF Web services framework Apache 

3.3 External repositories

The SE-Advisor prototype interacts with different external repositories to extract artifacts and 
populate its underlying ontology. These repositories are version control systems, bug tracking
systems, and source code repositories. As illustrated in Figure 8, for each repository category, at 
least one instance has been implemented. 
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Source Code

C++ Java …

Bug Tracking 
Systems

…JIRA Bugzilla…Git SVN

Version Control 
Systems

Figure 8: SE-Advisor external repositories

Subversion (SVN) [45] is a version control system to manage changes in computer programs, 
while Bugzilla [46] is a web-based application to keep track of reported software bugs in 
computer programs. 

3.4 Eclipse platform

Eclipse is a community for individuals and organizations who wish to collaborate on 
commercially-friendly open source software. Its projects are focused on building an open 
development platform comprised of extensible frameworks, tools and runtimes for building, 
deploying and managing software across the lifecycle [9]. 

The principal advantage of using Eclipse for the development of the SE-Advisor prototype is that 
it provides a plug-in based framework that makes it easier to create, integrate, and utilize software 
tools. A plug-in provides functionality by hooking into extension points defined by other plug-
ins. It can also define new extension points. The Eclipse runtime component defines the plug-in 
infrastructure to discover the available plug-ins at start-up and manage their loading. By using 
Eclipse and exploiting its core integration technology, the SE-Advisor prototype can leverage the 
numerous plug-ins that compose the Eclipse platform, as well as the plethora of additional plug-
ins developed by the Eclipse community. It could therefore concentrate on core competencies to 
create new development technology. 

3.5 SE-Advisor plug-ins

The SE-Advisor consists of a collection of Eclipse plug-ins which provides contextual guidance 
to software maintainers. Three plug-ins, illustrated in Figure 9, were developed to collect 
information and establish the current user context, while two others provide contextual 
information to the software maintainer. These plug-ins are briefly described next. 
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Figure 9: SE-Advisor context plug-ins 

As indicated by its name, the Login plug-in requires that the user logins to the SE-
Advisor so that the latter can identify the user being monitored.

The Source Code plug-in interacts with the Eclipse Java source code editor to determine
the source code fragment being currently edited.

The Process plug-in establishes the process context, i.e., the current maintenance process,
activity, task, and task-step the user is performing.

The Advice plug-in displays textual advices to the user as part of an Eclipse view.
Context-awareness is provided by automatically updating the advices to reflect contextual
changes.

The Search plug-in allows to search within an ontology using the Eclipse search
functionalities.

In the following sections, each plug-in is described in more detail. 

3.5.1 Login plug-in

As part of the Login plug-in, the Identity view displays in a list the user currently logged in as 
well as his/her settings. It uses the JFace library ListViewer component. A small button on the 
toolbar allows the user to login and logoff. The Login dialog is a modal window which allows to 
enter the username, password, and the Web service to connect to. The Authorized Plug-ins view 
is an experimental extension to the Login plug-in. It allows users to associate Eclipse plug-ins to 
be loaded with a project, as it was shown during a case study that different maintenance projects 
often require different functionalities to be provided within Eclipse.  
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Figure 10: Login plug-in showing the Login window and Identity view

The Login plug-in uses the org.eclipse.ui.view extension point in order to add views to 
Eclipse. To inform other plug-ins about changes in the current user context, the plug-in 
implements the Observer design pattern. 

3.5.2 Source code plug-in

The Source Code plug-in is responsible for monitoring and reporting changes to the currently 
opened Java source code file using the JDT. The single instance of the class 
org.eclipse.jdt.core.JavaCore provides the IElementChangedListener interface to 
raise an event every time a file is changed. The listener is added at the Eclipse start-up by 
extending the org.eclipse.ui.startup extension point. However, changes are only 
reported when a user is logged in. The plug-in also uses the functionalities provided by Hackystat
[47], an open source framework, to collect data about the software maintainer's activities.

3.5.3 Process plug-in

By default, Eclipse does not provide any means to display a software maintenance process. Thus, 
a plug-in extending its built-in cheat sheet mechanism, specially the org.eclipse.ui.
cheatsheets.ICheatSheetViewer interface, was created to support software maintenance 
processes using a feature rich component. A process is defined in XML and once displayed as a 
cheat sheet, it allows for interaction with the software maintainer. The events are reported back to
the server. To allow this, org.eclipse.ui.commands was extended to support the following 
two commands: 

SendEventCommand: Notifies the server that a process activity, task, or task-step has been 
completed. This allows the server to track the process completion progress. 

QueryOntologyCommand: Executes a predefined query against the ontology. Queries are 
designed and associated with task-steps during the process definition. An example of a query 
could be “List all the files modified by a particular user”. The returned results are displayed 
in the Query Results view. 
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Figure 11: Process plug-in

For the moment, the SE-Advisor prototype provides support for the IEEE Std 14764-2006 
software maintenance process model. 

3.5.4 Advice and activity plug-in

Advice messages can contain links, which upon being clicked, open a web browser inside 
Eclipse. This allows providing additional information or explanation to the software maintainer. 
The Activity view displays the contextual information which is transmitted to the server. 

Figure 12: Advice and activity plug-in
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3.5.5 Search plug-in

In order to search within the software maintenance ontology, a search content provider was 
implemented using the org.eclipse.search.searchPages and org.eclipse.
search.searchResultViewPages extension points.

Figure 13: Search plug-in

3.5.6 Advisor perspective and contextual guidance

In the Eclipse workbench, the particular default arrangement of views and editors to suit a 
particular task is called a perspective. As part of the prototype and using the extension point 
org.eclipse.ui.perspective, the Advisor perspective was added to define the initial layout 
of its views and editors, as well as its associated visible actions. 

Figure 14: Advisor perspective

As part of the implementation of the SE-Advisor prototype, the current user context (i.e., role) 
can be specified (e.g., project manager, software maintainer) to improve the granularity of the 
collected information. Establishing the user context provides usability improvements, as it 
reduces the cognitive load required from an end user perspective. Furthermore, queries will not 
return any results unless a current user context is specified. Figure 15 illustrates the different 
views and editor of the Advisor perspective for the software developer user context. It also shows 
some advices and query results. Advices are not limited to the information stored in the 
repository. They can also be extended by redirecting them to external resources (e.g., web sites, 
documentation), which are not part of the SE-Advisor KB. 
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Figure 15: SE-Advisor – Contextual guidance overview 
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4 Bug report quality assessment

Large projects use bug tracking systems [48], which allow users to report, track, describe, and 
comment bugs, as well as classify bug reports and feature requests. One example of a bug 
tracking system often used by the open source community is Bugzilla. As part of software 
maintenance, bug reports have to be evaluated, classified, as well as assigned to programmers. 
This is a difficult and time consuming process, as it greatly depends on the quality of bug reports. 
This is especially true in the case of open source projects, as anybody can submit bug reports after 
having registered. Previous studies have shown that a large number of bug reports contain either 
invalid or duplicate information [48]. For the remaining ones, a significant portion tends to be of 
low quality due to the omission of important or the inclusion of irrelevant information [49, 50]. 
This results in many of them being treated in an untimely or delayed manner. As organizations 
typically have to cope with a large number of bug reports, this chapter presents an approach 
developed as part of the SE-Advisor prototype to automatically support the evaluation and 
classification of bug reports based on their quality. It uses the underlying bug tracking sub-
ontology of the SE-Advisor. The automatic identification of low-quality bug reports does not only 
free up software maintenance resources otherwise used for manually classifying and evaluating 
bug reports. It also improves the prioritization and timely handling of bug reports with higher 
quality descriptions. 

4.1 Bug report quality

A bug report consists of several fields which have to be filled in before it can be submitted. These 
include pre-defined fields such product name, version, operating system, and bug severity, as well 
as free form fields such as its title and description. In addition, users can leave comments and 
submit attachments. The latter usually consist of patches or screenshots. In the context of the 
present project, the analysis of bug reports focussed on the free text used to describe the 
encountered problem and the circumstances under which a reported bug occurs. This free form 
text is usually added to the report without any validation prior to its submission. 

Recent studies [49, 50] have demonstrated that bug report quality assessment is determined to a 
large extent by the free text entered by the reporters, which greatly varies in terms of quality. 
More specifically, they have revealed that a number of distinct characteristics allow software 
maintainers to evaluate the quality of a bug report, notably its usefulness in identifying and 
understanding the reported problem. A survey conducted by Bettenburg, et al. [49] showed that 
the most important properties software maintainers are looking in a bug report are the steps to 
reproduce the problem (83%), followed by stack traces (57%), test cases (51%), screen shots 
(26%), code examples (14%), and a comparison between the observed and expected behavior. 
Report guidelines, such as [51], have also been formulated to describe the characteristics of a high 
quality bug report. These include: (1) Be precise; (2) Explain it so that others can reproduce it; (3) 
One bug per report; (4) Clearly separate fact from speculation; and (5) No abuse or whining about 
decisions. However, current bug tracking systems are incapable of enforcing them, as they do not
analyze the free form text. 
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4.2 Text mining

Text mining, also referred as knowledge mining, corresponds to the process of deriving non 
trivial and high quality information from unstructured text, which is typically achieved through 
the division of patterns and trends by means such as statistical pattern learning [52]. Unlike 
information retrieval (IR) systems [53], text mining does not simply return documents relevant to 
a query. It rather attempts to obtain semantic information from the documents using natural 
language processing (NLP) [54] and artificial intelligence (AI) techniques. 

Text mining systems are often implemented using component-based frameworks such as GATE 
(General Architecture for Text Engineering) [55] or the IBM UIMA (Unstructured Information 
Management Architecture) framework [56]. During the text mining process, a number of standard 
NLP techniques are commonly used. These include the use of a tokenizer to first divide the 
textual input stream into individual tokens. A sentence splitter then detects sentence boundaries 
and a statistical part of speech (POS) tagger is used to assign labels (e.g., noun, verb, adjective) to 
each word. Larger grammatical structures, such as noun phrases (NPs) and verb groups (VGs),
can then be created based on these tags using chunker modules. Based on these foundational 
analysis steps, more semantically-oriented analyses can be performed, which typically require 
domain as well as language specific algorithms and resources.  

4.3 Bug report quality classification

As part of the SE-Advisor prototype and using the GATE framework, information about the 
quality of bug reports is integrated into the bug tracking sub-ontology to enrich it. Quality 
attributes are extracted based on the results observed in [49, 50] and the general guidelines for 
good bug reports [51]. In what follows, the quality attributes are defined and illustrated using bug 
reports excerpts extracted from the ArgoUML [57] bug tracking system. ArgoUML is an open 
source UML modeling. Since its inception in 1998, it has undergone several release cycles and at 
the time of the present research project, it was still in active development and its bug tracking 
system counted more than 5,100 issues. In the following excerpts, keywords and key expressions 
are highlighted in bold. The functionalities of the GATE framework used by the SE-Advisor 
include its sentence splitters, POS taggers, gazetteer lists to annotate specific words or sentences, 
and Java Annotation Patterns Engine (JAPE) grammars to annotate more complex patterns.  

4.3.1 Certainty

The level of speculation is embedded in the bug description. A high certainty indicates a clear 
understanding of the problem and often also implies that the reporter can provide suggestions on 
how to solve it.  

Individual parts won't link after downloading
I'm new to Java, hence this is probably a very simple error and not a 'true' bug. When I 
type...  (Bug no. 333) 

Import class from another package? 
To me it seems not to be possible to create a class within a diagram from a different 
package?  (Bug no. 378) 
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In [58], it has been demonstrated that hedges, an important indicator for certainty, can be found 
with high accuracy using syntactic patterns and a simple weighting scheme. The gazetteer lists in 
[58] were used to identify speculative language. Due to the availability of a negation identifier, it 
was further possible to add additional hedging cues based on negated verbs and adjectives (e.g.,
not sure). As suggestions to solve a problem also make use of hedging, a distinction between 
problem description and suggested solution has to be made. Since problem descriptions tend to 
appear at the start of a bug report, while suggestions usually appear at the end, only hedges found 
in the first half of an error report are counted. Additionally, the default GATE sentence splitter 
was modified to correctly tag question sentences. 

4.3.2 Focus

The bug description does not contain any off-topic discussions, complaints, or personal 
statements. Only one bug is described per report. 

Generalization does not change source code automatically (Java notation)
Hi, 
I'm a very new user to ArgoUML. I found it exciting and hope to be an enthusiastic
contributor. Direct to the point...  (Bug no. 236)

V0.10 on OS X has no menu bar
When launching v0.10 on OSX, no menu bar is visible. Additionally, none of the hot keys 
work (like Ctrl-S for save).  (Bug no. 860)

The focus of bug reports is assessed by identifying emotional statement (e.g., love, exciting), as 
well as topic splitting breaks (e.g., by the way, on top of that) through a gazetteer. 

4.3.3 Reproducibility

The bug report description includes steps to reproduce a bug or the context under which a 
problem occurred.

Cannot delete a diagram. 
After adding a diagram (class/state), I couldn't delete it from the project.  (Bug no. 269)

Checking if names are unique
First, create two packages and one class diagram by package. Then, add one class to a 
package... (Bug no. 79)

Manually evaluating over 500 bug reports allowed to identify the time clauses used in bug reports 
as a reliable hint to find the description of the context under which a bug occurred (e.g., when I 
clicked the button, while starting the application). These can be easily annotated using a POS 
tagger and JAPE grammar. To identify the list of steps to reproduce the bug, the standard GATE 
sentence splitter was modified to recognize the characters used for itemization (e.g., +, -, *) and 
for enumeration (e.g., 1., (1), [1]). 
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4.3.4 Observability

The bug report contains a clearly observed behavior, whether positive or negative. Evidence of 
the problem such as screenshots, stack traces, or code samples is provided. 

GUI hangs when attempting to bold text
The GUI hangs (CPU load for the java process jumps to 90% + and does not stop) when I 
try to change the style of a text object.  (Bug no. 258) 

Question mark does not work in text fields 
In text fields, the question mark does not work. I have a German keyboard layout and 
version 0.9.3!! (Bug 374) 

To identify observations in bug reports, word frequencies were compared with their expected 
frequency from non-bug report related sources. For words distinctively occurring more often than 
expected, a categorization in both positive and negative sentiment was performed. Table 2 shows 
a sample of the identified words and their corresponding sentiment.  

Table 2: Sentiment analysis 

Type Examples

Negative noun Attempt, crash, defect, failure

Negative verb Disappear, fail, hang, ignore 

Negative adjective Broken, faulty, illegal, invalid

Positive verb Allow, appear, display, found 

Positive adjective Correct, easy, good, helpful 

A gazetteer annotates both positive and negative observations. Experiments have shown that only 
negative observations can provide reliable hints for the identification of observed faulty behavior. 
Positive observations need to be further analyzed. Stack traces can be identified relatively easily 
using regular expressions. Similarly, source code fragments can be identified by searching for 
typical expressions such as variables declaration, method calls, and class names. By referring to 
the source code ontology, the list of possible methods, classes, and namespaces can be used to 
facilitate the identification process and improve both its precision and recall. This also allows to 
enrich the bug tracking ontology by adding the identified links between the source code and bug 
reports.  

4.4 Evaluation

To evaluate the proposed approach, a random sample of 178 bug reports was extracted from the 
ArgoUML bug tracking system. Then, seven master’s and Ph.D. students who had previous 
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experience at the source code level with ArgoUML were asked to complete a questionnaire 
assessing the quality of the bug reports. For each of them, they had to perform a subjective 
assessment with respect to the four quality attributes previously defined using a scale from 1 to 5 
(1 corresponding to very high and 5, to very low quality).

From the 178 reviewed bug reports, 78% were assessed by the graduate students as being of 
either high or very high quality, while 22% were classified as average to low quality. From this 
distribution, it can be assumed that the overall quality of ArgoUML bug reports is relatively high. 
This might be directly related to the strong technical background of its community. As a software 
design tool, ArgoUML is typically used by software designers and developers who have a strong 
background in programming and software development. 

The collected data was normalized and analyzed for high deviation, which would indicate a
limited confidence in the assigned quality value. This resulted in nine bug reports with high 
deviation being filtered out. Figure 16 below displays the distribution of the remaining 169 
collected questionnaires. 

Figure 16: Evaluated bug reports distribution 

The 169 manually evaluated bug reports were used to train two machine learning models: 
decision tree and Naïve Bayes. They were used with leave-one-out cross validation to predict the 
quality of each bug report by learning from all the others. Figures 17 and 18 show the precision 
and recall of the two models for the different quality ratings. Columns represent the average 
quality rating assigned by the graduate students, while the rows indicate the predicted quality.
Dark grey cells denote a direct overlapping between the predicted and observed quality rating. In 
the case where there is a one-off difference between the two, a light grey cell is used. Table 3 
provides a comparison of the accuracy of the two machine learning models, with a without one-
off difference. The results for both of them are similar, although the Naïve Bayes model 
performed slightly better. 
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Figure 17: Decision tree model results

Figure 18: Naïve Bayes model results

Table 3: Results comparison

Machine learning model Overlap (%) Off-by-one (%)

Decision tree 44 78

Naïve Bayes 43 81

The results of this case study indicate that the proposed approach is able to predict the quality of 
bug reports reasonably well. As expected, the classification of good quality bug reports tends to 
be easier than identifying poor quality bug descriptions. As the assessment of bug reports is 
subjective and tends to have an error margin (the questionnaires had an average deviation of 
0.62), the ratings which were off by one (e.g., predicted “very good”, but observed only “good”) 
were also taken into consideration. In this case, the accuracy of the approach reaches 81%. 

The stable results of the approach provide additional knowledge to software maintainers. This 
could be used, in combination with other sources of information, to assist in assessing the overall 
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maturity level of open source projects, before deciding to integrate an open source component in 
an existing software system. 

4.5 Ontology integration

Given the common ontological representation underlying the SE-Advisor and using the ontology 
export support provided as part of the GATE framework, the knowledge about the bug reports 
quality was integrated into the existing bug tracking sub-ontology. This sub-ontology can now be 
used to provide additional support during software maintenance activities, through the following 
sample queries.

Which bug reports have a high quality description? This would help managers and 
software maintainers prioritize the bug reports based on the quality of their description and 
therefore, focus their attention on the classes which are mentioned in good quality bug 
reports. 

Which users have submitted low quality bug reports? This query could be applied, for 
example, to provide additional training or guidance to these users on how to write high 
quality bug reports. 

Which bugs are blocking other high priority bugs? This query helps to identify the bugs 
which need to be resolved prior to any high priority bugs and therefore, helps with the bug 
triage problem. 

Furthermore, the bug tracking and Subversion sub-ontologies could be aligned through shared 
concepts. For example, bug reports often refer to revisions, while commit messages frequently 
mention specific bug reports which have been solved within a particular commit. By aligning the 
two ontologies, either manually or by using text mining techniques, it would be possible to 
answer the following questions: 

Which files have been changed while fixing a bug? 

Who was the main software maintainer involved in fixing a bug?

How much time has been spent fixing a bug?

In which version has a bug been fixed? 
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5 Source code documentation

The importance of good documentation cannot be overstated. Well-documented software 
components are easier to comprehend and as a result, to maintain and reuse. This becomes 
especially important for large software systems. Software documentation consists of different 
artifacts, ranging from source code comments and low-level models, to high-level documents 
such as requirements and use cases. Good documentation usually provides multiple views of a 
software system (e.g., design, implementation, interaction, and deployment view), at different 
abstraction levels, and in different formats (e.g., text, diagrams) [59, 6]. 

As mentioned in Section 2.1, two important concepts of ambient software engineering are 
knowledge integration and sharing. One area of software maintenance which lacks on these 
aspects is documentation. This is due to the absence of appropriate methods and tools to create 
and properly maintain it. This has resulted in the documentation process being widely considered 
as a boring and unfavorable task within a software maintenance project [60].

5.1 Motivation

With the ongoing globalization of software development and its support for multi-sites, such as in 
the case of open source projects, organizations face new challenges in documenting software 
across distributed workspaces, processes, and artifacts. The introduction of the Web 2.0 resulted 
in further changes, creating an interactive community driven platform. However, these ongoing 
changes have yet to be reflected in the manner software systems are documented. 

Documentation generators, such as Doxygen [61] and its derivatives (e.g., Javadoc [62], Natural 
Docs [63]), have become the de facto industry standards for creating external technical software 
documentation from source code. Using annotations, they allow for an inter-weaved 
representation of the source code and documentation, thus lowering the efforts involved in 
writing the latter. However, this same inter-weaved representation severely limits their ability to 
display rich media and interactive content within a source code editor. 

As part of the SE-Advisor prototype, the SE-Editor was developed. It is an extension to 
traditional source code editors which combines the functionality of a web browser within a 
typical source code editor. The objective is to support the integration of various documentation 
resources within the SE-Advisor environment. In comparison to documentation generators, it 
provides support for a “what you see is what you get” (WYSISWG) functionality and for 
interactive content. 

5.2 Software documentation

Program comprehension is a key aspect of any software maintenance task, which typically 
involves the exploration and understanding of existing documentation. In many software projects, 
not only is the maintainer of a component different from the original programmer, but the latter is 
often no longer available. As a result, the maintainer has to rely on the existing documentation as 
one of the main sources of information for the comprehension of the software component.
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Software documentation consists of a multitude of artifacts, ranging from requirements 
documents to design models. The SE-Editor focuses on source code documentation, which 
describes a software system at the class and method level. 

Well documented software systems consist of a multitude of resources which are often available
through a web browser. For example, Table 4 displays the documentation for the Button class of
the Eclipse SWT framework. The documentation resources might contain static as well as 
dynamic content (e.g., user comments on a help site) and rich media (e.g., video).  

Table 4: SWT Button class documentation 

Type URL

Javadoc http://help.eclipse.org/indigo/topic/org.eclipse.platform.doc.is
v/reference/api/org/eclipse/swt/widgets/Button.html

Pictures http://www.eclipse.org/swt/widgets/

Examples http://www.eclipse.org/swt/examples.php

Code samples http://www.eclipse.org/swt/snippets/

Unlike such dynamically updated content and documentation artifacts found in typical software 
projects, documentation generators such as Javadoc are limited to static content. As shown in 
Figure 19, the Javadoc documentation consists of tags and annotations to document classes,
methods, and variables, which are then interpreted by the documentation generator to produce a 
predefined output, e.g., Hypertext Markup Language (HTML).  
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Figure 19: Javadoc documentation

Although such comments are fairly easy to create, the HTML formatting and the correct usage of 
tags represent an additional burden to most Java developers. Javadoc supports a multitude of tag 
types (e.g., @link, @see). However, the difficulty programmers have with the Javadoc notation
can be seen as symptomatic, as most programmers only use a small subset of the available tags 
[64].

5.3 Documentation integration and flexibility

The novel approach which is proposed allows for the integration of web content within a source 
code editor and can be used to replace Javadoc documentation through a wiki. A wiki is a
collaboratively built website [65] which allows users to contribute and modify information within 
a web browser using a markup language or a WYSISWG editor. Wikipedia [66] is the most well-
known wiki. 

A wiki has several properties which makes it a good choice for source code documentation [67]. 
First, its content is dynamic. Software maintainers can thus extend it to report their findings and 
integrate their knowledge. Second, it can be edited easily and allows the integration of rich media 
content. Third, it has a revision history similar to a version control system. Finally, the wiki pages 
and other documents can be easily linked. 

By using a wiki, the functionality of an embedded browser component which supports the 
documentation of classes and methods through a WYSIWYG editor is leveraged. Although such 
a representation might contain more content than the original Javadoc, its intuitive and interactive 
representation (e.g., the tab controls in Figure 20) allows to display it in an uncluttered manner. 
This is best illustrated in Figure 19 and 20, where the 24 Javadoc lines are replaced with one 
external link. Furthermore, as it enables the integration of various types of information resources, 
it provides a truly ambient documentation. 
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Figure 20: Embedded wiki documentation

It is important to note that the added web capabilities do not interfere with the normal 
functionalities of the source code editor. Syntax completion and highlighting, to name just a few, 
remain fully operational.  

5.4 Implementation

In order to integrate the SE-Editor as part of the SE-Advisor environment, the former was 
implemented as an Eclipse plug-in to support the display of web content within the Eclipse Java 
source code editor.  

The Eclipse Java source code editor is part of the JDT, which can be extended using the Plug-in 
Development Environment (PDE). The SE-Editor extends the JDT source code editor by adding 
support for web-based content, which is displayed within the editor through a SWT browser 
control. The positioning of the control is determined by the default annotation component within 
the Eclipse user interface toolkit (i.e., JFace), which is the same as for Javadoc annotations. 

To remain in all respects compatible with the JDT Java editor and thus continue to provide
support for syntax completion, code highlighting, and error underlining, among others, it was 
decided to extend the CompilationUnitEditor of the JDT plug-in. The CompilationUnit-
Editor uses a document provider (i.e., the CompilationUnitEditorDocumentProvider
class) to annotate the current Java file. This results in a set of annotations for the different Java 
elements, which includes Java tags and comments. The SE-Editor extends this class through the 
SEDocumentProvider and creates a new type of annotation, the ThreeStarComment-
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Annotation. As indicated by its name, this class marks the beginning of a comment with one 
slash character followed by three asteriks. This annotation is compatible with all compilers, as the 
ones which do not understand it will either interpret it as a standard Java comment (i.e., /*) or as 
a Javadoc annotation (i.e., /**). 

A web browser cannot be directly displayed within a SWT text control, since the latter is 
designed to contain text only. As a result, a three-step process has to be performed. First, a 
placeholder is inserted into the text control. Then, a web browser is created on top of the 
placeholder. Finally, the web browser is kept synchronized with any displacement of the text 
control. As an example, Figure 21 shows the SE-Editor displaying embedded rich media web 
content within the Eclipse Java source code editor. In this case, a YouTube video explaining a
design pattern is used to document the addListener method. 

Figure 21: The Eclipse Java source code editor displaying web content
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6 Software security

Given today’s growing dependence on large and complex software systems, security concerns 
become an essential aspect. A key challenge in software maintenance is thus to ensure that a 
system is secure. This does not only increase the stakeholders trust in the system. It is also 
perceived as an indication of higher quality. 

Addressing security concerns in evolving software systems is an essential and highly specialized 
task, which often requires maintainers do deal with inconsistent or even non-existing software 
artifacts (e.g., requirements, bug reports). This lack of documentation and artifacts traceability 
results in situations where it becomes an inherently difficult task. 

As there already exist many specialized static and dynamic analysis tools, the ontological-based 
approach proposed in this report can be seen as complementary. The goal is not to replace them.
It is rather to focus on: (1) integrating knowledge resources from existing tools to enrich the 
ontological KB; and (2) providing a common unified and semantic rich representation to trace 
security concerns across various abstraction levels and artifacts. How this is achieved to support a 
more global quality validation perspective as part of the maintenance process is explained next. 

6.1 Secure coding guidelines

Secure coding guidelines have been promoted for some time to help improve various quality 
aspects of a software product and to detect problematic areas. One such guidelines are Oracle’s 
Secure Coding Guidelines for the Java Programming Language [68]. An example is Guideline 7-
4: Prevent constructors from calling methods that can be overridden. 

One approach to detect common coding problems or enforce best practices are manual code 
reviews. However, the quality of these reviews will largely depend on the expertise of the 
reviewers with respect to the guidelines to be validated and the thoroughness of the review 
process itself. The challenge with code reviews is that already implemented problems or bad 
practices could remain undiscovered, leading to situations where (1) people reuse code with flaws 
without being aware of them; or even worst (2) the same mistakes or bad programming practices 
are repeated. 

To assist with code reviews and enforce guidelines, there exist tools such as PMD [69]. PMD is a 
source code analyzer. It includes a set of built-in rules and supports the ability to write custom 
rules. For example, it has a rule similar to Guideline 7-4 discussed above. The problem with PMD 
is that it has limited control flow graph analysis capabilities. Similar to PMD rules, the SE-
Advisor also supports pre-defined and user-defined queries. The major difference is that it uses 
ontologies to model the source code. Given this ontological representation and using semantic 
reasoners, explicit and implicit knowledge (i.e., transitive relationships) can both be inferred from 
the existing models. Furthermore, the query results can be used to enrich the source code 
ontologies to perform additional validation. 
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6.2 Security patterns detection

Patterns represent existing solutions in a structured way and allow knowledge from these already 
existing solutions to be reused. Patterns can also speed up the development process by providing 
tested and proven development paradigms which might often not become visible until later in the 
implementation or the evolution of a software system. There exist different domain specific 
patterns (e.g., design patterns [70], security patterns [71]). 

Security patterns have emerged as a mean to thwart attacks against applications by malicious 
users. This is especially important in the context of online applications whose unrestricted 
availability makes eventual vulnerabilities exploitable by anyone. These patterns describe known 
security concerns and provide proven solutions to address them. There exists a significant body of 
work on describing and modeling security patterns (e.g., [72, 73]). The new security 
vulnerabilities which are constantly exposed lead to additional security patterns being added to 
these collections. However, knowledge related to security concerns often end up being 
disconnected from each other, making their analysis and correction an even more challenging 
task.

One example of a security pattern is the Intercepting Validator (IV) [72]. For most Web 
applications, one important security criterion is the prevention of malicious data injection. If not 
dealt with properly, this might result in exploitable system vulnerabilities such as cross-site
scripting and SQL injections. The IV security pattern, which is a specialization of the Intercepting 
Filter pattern [74], attempts to thwart this type of vulnerability. In short, filters are components 
inserted between a client and the resources it requires to screen requests and process them. In 
order to be processed by the server program, the request data is embedded in objects which are 
said to be tainted [75] by untrusted user input. The IV component is responsible for validating all 
tainted objects to ensure that they do not contain malicious data.  

Figure 22 displays the ontological model of an enhanced version of the IV pattern in which two 
new responsibilities were added. First, an alert is raised when it has been determined that an 
object is tainted with malicious data. This alert can take the form, for example, of a log entry or
the throwing of an exception. Second, if the tainted object contains valid data, it is forwarded to 
the next intercepting filter of the chain.  

InterceptingValidatorTaintedObject

InterceptingFilter Alert

Figure 22: Ontological representation of the IV security pattern

Given this semantic rich representation of the IV pattern, the source code ontology can be queried 
to answer the following questions:  
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Which components might constitute IVs? 

Is every tainted object validated by an IV? 

Do IV components raise proper exceptions? 

Do IV components properly log malicious data? 

Is the IV pattern correctly implemented? 

Answers to these questions can provide valuable information, helping maintenance programmers
performing refactoring tasks. For instance, components which need to be modified in the context 
of a security-oriented refactoring could be more easily identified. In addition, once completed, 
predefined queries could later be executed to ensure that the validation is implemented in a 
separate object. 

6.3 Tool integration and cross artifact analysis

As the objective of the proposed approach is to highlight the flexibility of Semantic Web 
technologies to support knowledge integration, the results of external tools are imported into the 
KB. One of them is FindBugs [76], a static analysis tool to locate bugs in Java source code. The 
FindBugs results are integrated into the source code ontology and the methods reported to contain 
bugs are added as a new concept. As part of a further analysis, classes can then be automatically 
classified based on their bugs ratio. This additional information can be used to prioritize 
maintenance related efforts. 

With the KB enriched with knowledge from external tools, and as the version control and source 
code ontologies are linked through common concepts, cross artifact analysis can be performed. 
This allows further knowledge exploration and could be used, for example, to support the 
following two queries: 

In which commit and/or by which committer was a bug introduced?

In which release was a bug introduced? 
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7 Global source code search and clone detection

Over the last decade, there has been an ongoing trend towards open source code shared on the 
Internet in large software repositories publicly available to support collaborative development 
processes. However, this shift in the software industry has not been reflected in the maintenance 
practices. While traditional source code analysis techniques perform well in the context of single 
projects, new global analysis techniques are needed for distributed source code, as the current 
approaches are often no longer applicable nor efficient enough. Source code is nowadays 
typically published across local repository boundaries and/or on the Internet, usually without 
using any formal metadata which would be required at a later stage for an automated analysis. In 
today’s software development processes, open source code packages play a key role in building 
more complex and reliable software than a decade ago. However, the wide adoption of open 
source components also creates new challenges, as millions of lines of code are now shared 
among different projects. While it is easy to eliminate a public method defined and used in a 
single close source project, the same change in an open source project is inherently more difficult, 
as little or no knowledge about who is using it is available. As a result, determining change 
impacts and side effects require access to these public open source code repositories and scalable 
analysis approaches. Although some migration patterns based on programming language specific 
features exist, such as the deprecated annotation, additional insights concerning the use of a 
particular source code fragment in a more global context are needed. That would greatly benefit 
the evolution and maintenance of widely used open source code fragments and components. 

As part of the SE-Advisor prototype, the Source code ECOsystem Linked Data (SECOLD) 
project was developed. It uses the Semantic Web, more specifically Linked Data, to model 
distributed source code corpora in a standardized, formal, and semantic rich representation. It also 
uses inference services on this Linked Data repository to facilitate global source code analysis 
and maintenance. 

7.1 Linked data

Linked Data [77] consists of using the Web to create typed links between data from different 
sources, which can be as diverse as databases maintained by two organizations, or heterogeneous 
systems within the same organization [78]. Linked Data refers to machine-readable data 
published on the Web with explicitly defined meaning, and with links to external data sets, which 
can in turn be linked from other external ones [78]. 

Linked Data was introduced to ease data sharing and integration in distributed environments and 
be superior to raw dumps in formats such as comma-separated values (CSV) and XML, which 
have traditionally been used. These sacrifice data structure and semantics, as well as lack the 
expressiveness to enable individual entities described in a particular document to be connected, 
using typed links, to related ones [78]. The adoption of the Linked Data best practices has led to 
the extension of the Web with a global data space, allowing data from diverse domains, such as 
online communities, as well as statistical and scientific data, to be connected [78]. It enables both 
humans and machines to interpret data for mining, searching, and analysis purposes. 
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In 2006, the following Linked Data principles were first outlined as a set of rules to publish data 
on the Web to create a single global data space [79]:

1. Use uniform resource identifiers (URIs) as names for things

2. Use HTTP URIs so that people can look up those names

3. When someone looks up a URI, provide useful information, using the standards (RDF,
SPARQL)

4. Include links to other URIs, so that they can discover more things

In Linked Data, entities are retrieved by dereferencing their URIs over the HTTP protocol. These 
two technologies, fundamental to the Web, are supplemented by RDF, a technology critical to the 
Web of data. RDF provides a generic, graph-based data model to structure and link data that 
describes things in the world [78]. This model encodes data in the form of subject, predicate, and 
object triples. The subject and object of a triple are both URIs that each identifies a resource, or a 
URI and a string literal respectively. The predicate specifies how the subject and object are 
related, also through a URI [78].  

A RDF link is represented by a RDF triple. The subject is a URI reference in the namespace of 
one data set, while the object is a reference in another one. This allows the linking of two 
resources from different data sets, resulting in a Web of Data [78]. 

7.2 Linking Open Data project

The most visible example of adoption and application of Linked Data is the Linking Open Data
(LOD) project [80]. Created in 2007 and originally supported by the W3C Semantic Web 
Education and Outreach (SWEO) Interest Group [81], its objective is to promote the Web of Data 
by identifying data sets publicly available under an open license, convert them to RDF according 
to the Linked Data principles, and publish them on the Web. Over the years, the project has 
considerably grown, due to the significant involvement of large organizations such as the British 
Broadcasting Corporation (BBC), Thomson Reuters, and the Library of Congress [78]. Figure 23 
displays the LOD cloud diagram [82], where each node represents a distinct data set which has 
been published as part of the LOD project, and an arc implies that there are links between items 
of two data sets. 
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Figure 23: LOD cloud diagram

7.3 SECOLD

The SECOLD project provides the first and largest publicly available source code Linked Data 
set for software engineering researchers and practitioners. As highlighted in red in Figure 24, 
SECOLD was added to the LOD project. It consists of 1.5 billion triples extracted from 18,000
open source Java projects originally extracted from SourceForge [83] and the Apache Foundation 
[84], and made available through the Sourcerer Code Repository [85]. In September 2011, it was 
the eighth largest data set of the LOD project. 
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Figure 24: SECOLD data set within the LOD cloud 

Figure 25 shows the other data sets to which SECOLD is connected, namely DBPedia [86], 
OpenCyc [87], and Freebase [88]. In the Web of Data, some data sets serve as linking hubs to 
which an increasing number of other data sets are connected. DBpedia is one such example. It 
consists of RDF triples extracted from the “infoboxes” commonly seen on the right hand side of 
Wikipedia articles [78]. Since it provides URIs and RDF descriptions for many common entities 
or concepts, it is frequently referenced in other more specialised data sets [78]. OpenCyc is the 
the world's largest and most complete general knowledge base and commonsense reasoning 
engine [87], while Freebase is a community-curated database of well-known people, places, and 
things [88].  
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Figure 25: SECOLD data set with interlinkage relationships

7.4 Internet-scale source code search

The SECOLD data set is accessible to third party applications such as [89, 90]. These can retrieve 
source code facts from the linked data repository through HTTP requests or SPARQL queries. 
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Examples of supported queries are (1) Retrieve all the superclasses and subclasses, using 
transitivity, of a given class; and (2) find all the occurrences of a source code fragment, i.e., an 
ordered sequence of source code lines. For the first release of SECOLD, the following source 
code facts were available: Project, file, and class names, as well as line numbers, import 
statements, and source code statements. 

7.5 Internet-scale source code clone search

As an extension to the source code search module, the code clone search tool SeClone was 
implemented to find duplicate code fragments. In clone search, if two code fragments share some 
similarity, they are said to form a clone pair. The first member of the pair is called the querying 
fragment, while the second one is the matching fragment. Based on their actual similarity, clone 
pairs can be categorized as Type-I, Type-II, Type-III, and Type-IV [91]. In addition to these types, 
others defined in Table 5, are also of particular interest.  

Table 5: Special clone types

Querying fragment Clone type Matching fragment

< a, b, c > 

Gapped < a, b, x, c >

Mirrored < c, b, a >

Unordered < c, a, b >, < a, c, b >, < b, a, c >, < b, c, a >

SeClone involves the following four major steps illustrated in Figure 26: (1) preprocessing; (2) 
indexing; (3) searching; and (4) post-processing. 
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Figure 26: SeClone architecture

7.5.1 Preprocessing

As SeClone is a line-based search tool, the unification of the source code format and its style is an 
essential processing step to maintain an acceptable recall rate. For each formatted file, an abstract 
syntax tree (AST) is created to transform the explored facts into tokens, as done by CCFinder 
[92]. For example, the statement for(AttributeEntity var : t.getAttributes())
would be transformed to for(# #:#.getAttributes()).

7.5.2 Indexing

SeClone creates both a Code Pattern and a Type Usage Index. The Code Pattern Index uses the 
transformed code as its information source, while the Type Usage Index covers file usage patterns 
(i.e., imported types). The Code Pattern Index is needed to achieve a fast response time, while the 
Type Usage Index is required to limit false positives. 

7.5.3 Searching

The two input parameters for SeClone are a querying code fragment and a line number within this 
fragment. Using the Code Pattern Index, SeClone finds all the files containing source code 
statements similar to the querying fragment. The search approach used is similar to the one 
presented in [93]. 
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7.5.4 Post-processing

Code Pattern Index-based clone search tends to produce false positives, as it uses transformed 
code in which all Java types are replaced by a normalization symbol (i.e., #) to increase the recall 
rate. To overcome this drawback, SeClone uses the Type Usage Index, as a complementary 
information source, combined with an information retrieval clustering technique. Based on this 
file-level type usage maintained as part of the SeClone’s indices, the tool can suggest an 
approximate clustering for results. The objective is to create clusters which contain either true or 
false positives. This is implemented using the suffix tree clustering (STC) [94]. The ambiguities 
in import statements or inheritance trees are addressed by using the loose unqualified name 
resolution technique [95]. A sample query with the resulting identified clones grouped into 
clusters is shown in Figure 27.  

Input Querying Fragment
for (Attribute attribute:exampleSet.getAttributes())

Output
Cluster No. 1
1. for (Attribute attribute:exampleSet.getAttributes())
2. for (Attribute attribute:es1.getAttributes())

Cluster No. 2
3. for (AttributeEntity theAttributeEntity:aTableEntity.ge…
4. for (JAttribute attribute:formType.getAttributes()) {
5. for (IAttribute att:source.getAttributes()) {

Figure 27: Sample query with clustered-based results 

The clone pairs are reported to the user using the Clone Ontology (CLON). CLON models the 
common vocabulary of the clone search domain, including clone types, location, and similarity 
properties, among others.  

7.5.5 Tool integration

In order to demonstrate how third-party tools can benefit from the SECOLD linked data 
repository, its code search functionality is available as both a query endpoint for web browsing 
[96] and as an Eclipse plug-in [97]. The latter allows searching over the previously crawled data 
set [85]. It supports the following searches: free-form, Type-I, Type-II, and Type-III code clones. 
Figure 28 displays an overview of the plug-in and its integration within Eclipse. 
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Figure 28: SECOLD Eclipse plug-in overview
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8 Related work

As a knowledge representation language, OWL has already been used for many applications of 
the software engineering domain such as model-driven development (MDD) [33], Capability 
Maturity Model Integration – Software Engineering (CMMI-SW) representation and reasoning to 
classify organizational maturity levels [98], reverse engineering tools integration [99], component 
reuse [100], and open source bug tracking [101]. However, there exists only limited research on 
the modeling of software maintenance and evolution using ontologies. Ruiz et al. [102] present a 
semi-formal ontology based on the Representation Formalism for Software Engineering 
Ontologies (REFSENO) [103] to manage software maintenance projects. They consider both the 
static and dynamic aspects such as workflows in software maintenance processes. The ontology 
was implemented using KM-MANTIS [104], a knowledge management system to improve the 
management of maintenance projects. However, no implementation or usage details are provided. 
Kitchenham et al. [105] designed a UML-based ontology for software maintenance to identify 
and model the factors affecting the results of empirical studies. Their goal differs from the one of 
the present technical report, as they use ontologies to establish a common understanding context 
for empirical studies. Moreover, the resulting ontology was not formally modeled and no 
reasoning services were used to infer implicit knowledge. Anquetil et al. [106] extended the work 
of Kitchenham by applying a first-order logic to formalize the knowledge involved in software 
maintenance. Although they stated that it is worthwhile to provide a KB, they only identified 
knowledge relevant to the software maintenance domain, without actually providing a concrete 
KB implementation. González-Pérez and Henderson-Sellers present a comprehensive ontology 
for software development [107], which includes a process sub-ontology modeling, among others, 
techniques, tasks, and workflows. The ontology is presented using UML diagrams. No 
implementation details are provided, which implies that the authors have not considered the 
integration of their ontology in an actual software development process. 

Common to all of the above approaches is their main intent to support, in one form or another, the 
conceptualization of knowledge, by mainly standardizing the terminology, and to support 
knowledge sharing based on a common understanding. However, these approaches fall short to 
adopt and formalize a process model to support traceability links between the process and the 
knowledge resources contained in the KB. They also lack the use of reasoning services to infer 
implicit knowledge. 

The collaborative nature of software engineering has been recently addressed by introducing 
Wikis as part of the software engineering process. Semantic extensions, such as Semantic 
MediaWiki [108] and KiWi [109], the successor of IkeWiki [110], add formal structuring and 
querying functionalities to Wikis based on RDF and OWL metadata. This work can be seen as 
complementary to the approach presented in this report, as they support the creation, sharing, and 
representation of an underlying KB. However, by themselves, they do not address the main 
concern covered by the proposed approach, i.e., providing active and context-sensitive guidance 
to developers performing software maintenance tasks, based on the knowledge both explicitly 
encoded in the KB, and explicitly derived from the actions performed by other developers. 

Compared with other modeling approaches such as Model Driven Architecture (MDA) [111] and 
its related modeling standards (e.g., UML and the Meta-Object Facility (MOF) [112]), or the 
Eclipse Modeling Framework (EMF) [113], the approach proposed in this technical report differs 
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fundamentally in its objectives. On the one hand, they focus on forward engineering, as they 
produce code from abstract and human-elaborated specifications, by following a strict modeling 
process. On the other hand, the presented approach focuses on software maintenance, where one 
has to extract, model, integrate, and use knowledge from existing, various, and often ill-defined 
resources. Furthermore, while MDA and EMF both focus on modeling well-defined processes to 
derive complete models, the proposed approach is based on an open world assumption that 
focuses on the integration of existing and newly gained knowledge, and by making this 
knowledge available to the end-user.  

Regarding tool support for process guidance, the IBM Rational Method Composer (RMC) [114]
and Process Advisor [115] are the closest related approaches to the present work. RMC is a 
process management tool for authoring, configuring, and publishing development processes such 
as the Rational Unified Process (RUP). The IBM Rational Process Advisor integrates RUP 
process guidance within the context of software development tools [116]. However, due to the 
required tool customization, the contextual guidance provided by the Process Advisor is currently 
supported by only a selected set of Rational tools. The approach proposed in this report differs 
from the Process Advisor in its motivation. These differences can be summarized as follows: (1) 
The Process Advisor focuses on the integration of RUP-based process guidance in the context of 
several Rational development tools, by requiring a customization of these tools to support the 
Process Advisor. The focus of the present work instead is on general knowledge integration 
between process activities and resources, by creating links between process activities and 
resources which are not limited by a set of specific tools. (2) The present work focuses on 
knowledge integration rather than tool integration, by providing flexible and dynamic knowledge 
management. Within the proposed approach, any newly gained knowledge automatically 
becomes an integrated part of the model. Furthermore, reasoning services, which can infer 
implicit knowledge not explicitly modeled in the KB, are supported. In comparison, the Process 
Advisor is a more static approach, which requires a manual adaptation of tools, in order to take 
advantage of the Process Advisor and its context-sensitive guidance.  
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9 Conclusions and future work

In a complex application domain such as software maintenance, knowledge needs to be 
continuously integrated from different sources (e.g., source code, documentation, test cases), at 
different abstraction levels (from a single variable to a system architecture), and across different 
viewpoints (e.g., static, dynamic). In order to be able to cope with this constantly growing body of 
knowledge and to share it through ambient knowledge environments, new forms of information 
delivery and exploration are needed. 

In this technical report, a new approach is presented to start addressing this problem. It focuses on
a particular user group, i.e., software maintainers, and the ontological model required to support 
their work through context-sensitive and process-oriented guidance. The presented work is 
ambient, as it integrates numerous information resources to semi-automatically build a KB
surrounding a (physical or virtual) group of maintenance programmers. The combination of the 
ontological KB with external resources (e.g., process models) to further provide users with 
feedback on their performed actions can be seen as the major contribution of this research project. 

Contrary to traditional documentation and help files, the proposed approach provides guidance 
through a KB which contains a semantic rich model of various software artifacts and resources. 
This model allows to present information proactively to users based on their given context. As a 
result, the present research work does not only promote the use of ontological models and 
automated reasoning. It also integrates various information resources in an ambient software
maintenance environment.

As part of future work, additional software artifacts and knowledge resources will be incorporated 
to provide additional functionalities. More case studies will be conducted to evaluate its 
applicability for other software engineering tasks besides maintenance. Furthermore, the 
prototype will be ported from the analysis of Java source code to assembly code, in order to 
support the software reverse engineering process for national security purposes. 
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